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Abstract
The physiological basis of behaviour is so complex that few hypotheses can be
tested adequately without resort to a precise mathematical model. But the aim
of modelling is not simply to calculate the predictions of hypotheses. Before
that final stage is reached the act of modelling tests hypotheses in three ways:
1. it may reveal contradictions in the hypothesis,
2. it may demonstrate that the hypothesis is no more than a circular argument, and
3. it makes it possible to compare the simplicity of competing hypotheses
If a working model is not built, necessary but unacceptable assumptions are
easily overlooked so that complex theories appear simple. All the assumptions
have to be spelt out before a working model works.
A rich byproduct of modelling is that it generates numerous searching questions, both theoretical and experimental.
The present volume combines two studies which illustrate different aspects
of modelling praxis. The first (Chapters 2-4) is based on a simple switch mechanism which would prevent an animal from performing inappropriate combinations of activity at the same time. Added to that is the postulate that all
activities are subject to a central nervous decay process (fatigue) which leads to
spontaneous alternation of behaviour. When built into a working model these
two ideas have far-reaching implications and the model displays paradoxical
features of behaviour often observed in real animals. A frequent result of these
simulations is that arguments widely accepted in the literature are exposed as
not necessarily true or definitely false.
The second study (Chapter 5) is a survey of theoretical problems in insect
orientation. The achievements of insects are well known, but it is difficult indeed to find hypotheses which remain plausible when analysed in depth. Until
they are so analysed, all half-baked hypotheses seem to work, and the often
contradictory assumptions are easily overlooked.
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Chapter 1

Introduction
The application of control theory to biological systems is seen by
some as being quite essential to their understanding, in something
like the way that the ability to count is necessary for knowing whether
one’s change is correct. By others it is seen as yet one more fad
whereby those with some faintly exotic expertise can rephrase what
is known already in terms that serve to obscure it.
K. Oatley. Book review in Quarterly Journal of Experimental Psychology, 1972

1.1

Hypotheses and models

I shall use the word model to mean a working version of an hypothesis. It may
be a special case of the hypothesis, but the model is completely defined so that
anyone building the same model will get the same results. Hypotheses on the
otherhand are often stated verbally in terms which mean different things to
different people. Moreover, verbally stated hypotheses are often incomplete, so
that one does not realise all of the assumptions they imply. A working model
has to be complete; if not it does not work. Some of the most famous models
in the behavioural literature have been qualitative, such as the hydraulic model
described by Lorenz and discussed in numerous text-books (e.g. Manning, 1972).
I shall not be discussing such qualitative models, except as stepping stones to
quantitative models. The latter, quantitative, models are more satisfactory
because they make exact predictions.
Quantitative or mathematical models can be represented as systems of equations and if the equations can be solved the model’s behaviour can often be deduced by inspecting or manipulating the equations. In the study of behaviour
however, one frequently has to build models which arc not mathematically
tractable and then one has to resort to computer simulation. Computer models
are always special cases, which raises problems but has advantages too. Both
the modeller, and anyone with access to the model immediately start to twiddle
9
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knobs. What happens if you change this value or that? Such knob twiddling
can be surprisingly fruitful, raising new questions and providing unexpected explanations. The mathematician does the same thing mentally when gazing at
equations, but one can play with a computer model with less training. For nonmathematicians, like the author, that is important.

1.2

Reasons for modelling

The main aim of this volume is to convince readers of the usefulness of behavioural modelling and to illustrate ways in which it has been done. Many of
the illustrations are from my own work because the literature contains few accounts of how models were developed, and my main concern is with behavioural
modelling rather than behavioural models. Many authors have discussed the
philosophy of modelling, and particularly how we should choose between different models (e.g. Popper, 1972; Dawkins and Dawkins, 1974; McCleery, 1977;
Sibly, 1980). Here I want to begin by considering the usefulness of modelling
rather than the evaluation of models, because the usefulness begins long before
any testable predictions can be derived. As Popper points out (pp. 32-33) there
are four lines along which an hypothesis may be tested.
First there is the logical comparison of the conclusions among themselves, by which the internal consistency of the system is tested.
Secondly there is the investigation of the logical form of the theory,
with the object of determining whether it has the character of an
empirical or scientific theory, or whether it is. for example, tautological.
Thirdly, there is the comparison with other theories, chiefly with the
aim of determining whether the theory would constitute a scientific
advance should it survive our various tests.
And finally, there is the testing of the theory by way of empirical
applications of the conclusions which can be derived from it.
Only in the last phase are the predictions put to the test. The first three phases
form the stuff of theoretical analysis.
Put quite simply, stage one involves asking the question: does the hypothesis
explain anything at all? Can a working model be built? I have argued elsewhere
(Ludlow, 1980, and below) that van Iersel and Bol (1958) disinhibition hypothesis, although widely credited, never did explain displacement activities. Their
proposed explanation was incomplete, so that no working model is specified by
their description, and I do not believe that a working model can be built without making special ad hoc and unnattractive assumptions. One wonders how
many other hypotheses, widely propogated in the literature, would fail the first
elementary test of building a working model?
The problem of tautologies, exposing circular arguments, is particularly
deep, and building a working model is not a sufficient test. Nevertheless, a

1.2. REASONS FOR MODELLING

11

working model is usually easier to analyse than the original verbal hypothesis.
Bits of the model may be left out or altered to see how the explanation rests on
the assumptions.
The third stage, of comparing theories, is only possible when both theories are known to be complete, because concealed assumptions invalidate the
comparison of theories. For example, the disinhibition hypothesis appeared
disarmingly simple, but until a working model is built we have no means of
saying how simple it is. Hence, we cannot compare its simplicity with any other
theories.
The fourth stage, of testing the predictions of an hypothesis, has probably
received more philosophical attention than the other three, although many hypotheses never reach that stage, or if they do their original elegance is often
badly tarnished.
Thus, modelling is a necessary part of testing hypotheses, and as Popper
sees it this is the essence of science. Indeed, he states (p.59) that the empirical
sciences are systems of theories. The logic of science can therefore be described
as a theory of theories. However, Popper was concerned with the logic of science,
the limits of knowledge. He deliberately excluded the invention of theories from
his analysis (p. 31). To the practicing scientist, however, that is a vital question,
and for the student of behaviour it is also a question of academic interest. In
discussing the usefulness of modelling, therefore, we must go beyond Popper’s
limited analysis of the progress of science.
I personally see the growth of knowledge as the accumulation of answered
questions. That is not the same as the accumulation of random observations
because the questions give the observations significance. In the case of universal
questions we must always be content with a provisional answer, or theory. As
Popper has argued, such theories can be rejected but never verified, because it
is impossible to examine all the past and future events which might disprove
the theory. Nevertheless, there are many significant empirical questions which
are not universal, and which can be answered directly. For example, Popper (p.
68) excludes statements of the type: Of all human beings now living on earth
it is true that their height never exceeds a certain amount (say 8 ft). In biology there are numerous significant questions which should be answered in that
form. Indeed, it is the business of biology to define the populations and groups
for which certain statements are true. In addition to empirical questions of finite range, there are theoretical questions which can be answered unequivocally.
One such appears to have prompted Newton’s theory of universal gravity (see
an excellent account of these developments by Cohen (1981)). Robert Hooke
asked Newton, in a letter dated January 17th 1680, what path a planet would
take (other than a concentric circle) if it were attracted to the sun with a force
inversely proportional to the square of its distance from the sun. When Halley
repeated the question, in August 1684, Newton replied “an ellipse” and within a
few months had published an outline of his work. That seminal question led to a
turning point in the history of science, and illustrates the enormous importance
of starting with the right question, Hooke’s question undoubtedly arose from
his own theoretical work, when he realised that the old idea of centrifugal force
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acting on the planets could be replaced by resolving the forces into two components: a tendency to travel in straight lines (due to inertia) and an attraction
towards the centre which prevented the inertial forces from carrying the planets
off into space.
Not all questions arise from earlier theories, however. Questions have been
raised by the pressure of the market place, the need to care for the sick, or the
demands of space travel. The early development of statistics, for example, was
stimulated by questions from gamblers, questions based more on dreams than
theories. Thus, the reiterative process of theory, prediction (=question), experiment, questions, improved theory is not the only way in which knowledge grows,
although it may be the most elegant. In addition there are questions which can
be answered directly by experiment or theoretical analysis, and questions which
do not owe their birth to previous theories.
My emphasis on the importance of questions is borne of experience. I am frequently consulted by students seeking statistical advice, when what they really
have is a set of observations looking for the right questions. Finding answers
is often a technical problem, but finding the right question requires luck or
deep insight, as innumerable examples from the history of science show. Before
Fleming. for example, bacteriologists used to curse Penicillium because it so
frequently ruined their cultures. Fleming, however, had been studying the antibacterial effects of natural substances such as lysozymes, hence he approached
the observation with the right question. Similarly, Jenner wanted to know why
milkmaids were less affected than others by smallpox, and he discovered the
principles of immunization. (For an outstanding description of both Flemings
and Jenner’s work see Beveridge (1970)).
New questions may sometimes be raised by colleagues with many years of
deep insight in a subject, or by non-scientists asking for clarification at a party.
Often they are raised by scientists who move into a new subject after working
in other disciplines. But one of the most fertile sources of questions is the
process of model building. Indeed, it is almost impossible to build only one
model. At each step one is faced with choices and alternative models, until
the process becomes a veritable flowering of questions. Nor does it stop when
the model is built, for models instantly attract criticism. A working model is
outrageously precise, it does not embody vague plausible assumptions but states
unambigously that the value of that particular signal is now 42. No-one believes
it; it is a special case and people start suggesting changes to this or that feature.
Perhaps this is the most valuable aspect of model building; it leads to a profound
scepticism and, faced with many choices, even the modeller becomes impartial.
By concentrating on one hypothesis, on the otherhand, one may become a little
biased (see Platt, 1964; Chamberlain, 1897, for discussions).
How should one judge the usefulness of a model then? Assuming that it
is bound to be superseded in the long run, a long life is not a useful feature.
On the contrary, we may hope that its faults will be quickly revealed. The
best measure of usefulness seems to me to be some estimate of the number of
questions it answers and the number of answerable questions it generates. It
might be thought that a doomed model cannot answer questions, but that is not
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true. Newton answered Hooke’s question by assuming that the sun was fixed.
It was only later that he asked how this model was unrealistic, and realised that
the earth must attract the sun just as the sun attracts the earth. Hence, they
both orbit round their combined centre of gravity. Then he asked what effect
the planets would have on each other and realised that they must perturb each
other’s orbits. This he confirmed by observation (with John Flamstead) and
formulated his law of universal gravity: All objects attract each other with a
force proportional to the product of their masses and inversely proportional to
the square of their separations. The preceding, oversimple, models answered
the questions for which they were intended, and their limitations led to further
questions. His final model failed after two centuries, but in failing it raised the
questions that stimulated Einstein. Without Newton’s doomed model, Einstein
would not have realised there was a problem.
Thus, precise and careful modelling can answer some questions and raise
others. The answers may later prove irrelevant to the real world, but even that
is hard-won knowledge. Such modelling is not the same as speculation. I am
concerned here with the patient testing of hypotheses by analysis, and that,
in my view, is as important as testing hypotheses by experiment because I do
not believe that the human brain can cope unaided with the complexities of
behaviour. As Toates (1975) wrote
The human brain is often quite incapable of appreciating the consequences of the theories that it is able to propose. It is all too easy
to make mistakes in logic when proposing an explanation in words,
and to pass over the mistake repeatedly. A computer model that embodies our assumptions will ruthlessly expose any weaknesses that
are inherent in our theorising. . . on the otherhand it will also reveal
unexpected explanations. The computer will present us with an unbiased account of our assumptions, something we might be quite
incapable of doing even with the most honest intentions.

1.3

Summary

A model is a working version of a theory or hypothesis, and the excercise of
building a model is an important part of testing theories. For the model to work
it must be complete, hence a working model proves that the theory contains
no internal contradictions. In addition, its construction will reveal all of the
assumptions implied by the theory, which is essential if the simplicity of any
hypothesis is to be compared with the simplicity of others. Studying the model’s
behaviour will show whether the theory really does explain the phenomena for
which it was proposed, and will confirm that testable predictions really do follow
from the theory. Simulations are also useful when checking to see if a theory
is tautological, or whether parts of the hypothesis are redundant and can be
eliminated to produce a simpler theory.
The excercise of building the model involves making decisions which raise
questions one might otherwise overlook. The simulations may also provide un-
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expected explanations, or new hypotheses, and modelling frequently reveals
non-sequiturs or fallacies which have become widely propogated in the literature.

Chapter 2

An introduction to the
model animal
In the Art of reasoning upon Things by Figures, ’tis some Praise, at
first, to give an imperfect and rough Draft and Model, which, upon
more Experience, and better Information, may be corrected.
Charles Davenant, Discourses on the Public Revenues and on the
Trade of England, 1698

2.1

Questions behind the model

I begin by describing the model which has taught me more than any other.
Its principles, which are not original, were put forward while discussing aphid
behaviour with Professor J. S. Kennedy. The two questions before the house
were: how do aphids avoid performing inappropriate pairs of activities at the
same time: and why do their activities alternate in an apparently constant
environment? To answer the first question we postulated inhibition between the
subsystems controlling each activity. To answer the second we suggested that
the suppressed subsystems adapted to inhibition received from the dominant
activity, until its dominance was usurped. An alternative suggestion was that
the dominant subsystem fatigued until it was no longer able to suppress one of
the other subsystems. For some reason the fatigue idea stuck and has been part
of all the working models since.
The inhibitory connections we postulated provide a switch mechanism that
prevents more than one subsystem being active at a time. However, I will explain
the principle of the switch mechanism in the next chapter. In the present chapter
I want to describe the current version of the model animal, so that the reader
can see the ideas it embodies before considering its behaviour; basically there are
only four ideas. In addition to the idea of inhibition between subsystems, and the
idea that the subsystems fatigue when active, I have used the idea that feeding
15
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reduces hunger, drinking reduces thirst and so on. Finally, I have used the idea
that particular internal and external factors affect different activities, and that
these factors may change with time. These four ideas are hardly original, but
they seem to me to form the minimum kit for explaining behaviour. Notice that
I have not included learning. The model animal does not learn. As the next
chapter shows, it does many things which look like learning, and which have
been attributed to learning when observed in animals, but the model animal
does them passively.
As I have said, these ideas were not original. In fact the ideas of inhibition
and fatigue were first combined, in essentially the same model, by McDougall
(1903). McDougall, in turn was inspired by Sherrington’s work on the interactions of reflexes (see Sherrington, 1906). They were employed again by Reiss
(1962). Both of these authors were concerned with the alternate contractions
of muscles, rather than whole-animal behaviour, but they began with the same
questions. Why do both muscles not contract at the same time, and why do
their contractions alternate? More recently, Joseph et al. (1979) have proposed
essentially the same model in a discussion of schizophrenia.
In the context of whole-animal behaviour one is dealing with more than two
activities, and the activities are more complex than individual muscle contractions. Nevertheless, we begin by assuming that the subsystems controlling each
activity can be treated as if they were discrete. Thus, we postulate a subsystem controlling feeding, another controlling drinking and so on. Although the
model was proposed in the context of aphid behaviour, I have so far simulated
more vertebrate than insect behaviour because the vertebrate literature is full
of experiments which test different parts of the model. Let us suppose then,
that the model has been set up to simulate four activities often performed by
birds: feeding, drinking, preening and song. Each activity will be controlled by
a subsystem which embodies the ideas of:
1. changing stimuli,
2. satiation (at least in the feeding and drinking subsystems),
3. inhibitory connections to and from other subsystems, and
4. fatigue when the activity is performed.
We discuss below how each of these ideas is built into the model.

2.2

Changing stimuli

The early attempts to describe behaviour in terms of reflexes are well known,
and although we now regard them as naive, there is still much to learn from
studying stimulus-response combinations in behaviour. As Hinde (1970) textbook shows, the more complex features in the control of behaviour became
apparent when it was found that responsiveness to the same stimulus changed
with time. For each new species we must still define the significant stimuli
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and responses before making much progress on more complex features of behaviour. Moreover, the stimulus-response combinations contribute hugely to
those features of behaviour which make species distinct; key stimuli and appropriate responses lead to successful mating and reduce inappropriate pairings
with individuals of another species. The selection of specific habitats or diets,
the defence of territory and the complexities of social behaviour all depend on
specific stimulus-response combinations. Within an individual too, the most
cost-effective allocation of time, choice of diet, foraging strategies and so on
depend on appropriate stimulus-response combinations as do mechanisms of
orientation and migration.
Without doubt then, stimulus-response combinations are still at the heart
of behavioural studies. Some of the experimental work has achieved great elegance, for example, Tinbergen’s field work on gulls (Tinbergen, 1951), and
much has been learned of the way in which information is filtered, so that only
certain features of a complex stimulus are selected. We also know a great deal
about sensory physiology, the processing of visual stimuli, encoding of sound
frequencies and so on. But it comes as rather a shock to discover that the
trail stops there. We know virtually nothing of the way stimuli are weighed
in the decisions which comprise animal behaviour. For example, a bright light
promotes take-off in aphids and reduces probing. Does the light inhibit probing directly, or is the effect indirect so that probing is inhibited by the flight
subsystem when the latter is excited by bright light? Perhaps the probing and
flight subsystems do not exist separately. It may be that the aphid’s nervous
system is one vast telephone exchange with light receptors connected directly
to the muscles which withdraw the stylets, as well as to those which flap the
wings. I hope not, because it would make the analysis of behaviour hopelessly
difficult. In the context of all that is known about stimuli and responses, the
model animal is extraordinarily primitive. It has no eyes or ears, it has no means
of analysing patterns or extracting information from complex stimuli. Instead
it deals with the sums of certain groups of factors. For example, Fig. 2.1 shows
a simplified version of the model’s drinking subsystem and, in this simplified
version, drinking depends on two factors: the water deficit and other stimuli.
The other stimuli include both internal and external factors and these may be
either excitatory or inhibitory. Moreover, a given stimulus may affect more than
one subsystem, perhaps exciting one and inhibiting another.
It would be more realistic to specify all of the stimuli affecting each activity,
and build them into the model for a given species. Indeed, that must be the
ultimate aim. However, I believe we must learn to walk before we can run, and I
have argued elsewhere (Ludlow, 1976) that the identification of individual stimuli with particular subsystems can only be done, if at all, after we understand
how subsystems interact. In the meantime, even this simple model allows one
to see the complex consequences of changing stimuli to various activities. For
example, I have used the model to simulate the effects on drinking of a more
tasty diet (Ludlow, 1982).
Another point which will be made later is that the strength of other stimuli
must affect the settling point of the water deficit. When these effects were first
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Figure 2.1: Satiation loop for drinking subsystem. The square box with a small
graph indicates that drinking effort is zero if total factors are negative; otherwise
effort equals total factors.
observed they led to a substantial discussion in the literature with specially
coined terms such as homeostatic and non-homeostatic drinking (see Toates
(1979a) for a discussion). Simply looking at Fig. 2.1 makes one wonder what
all the fuss was about. If one regards water deficit as one among many factors
affecting drinking, then it is inevitable that the settling point of the deficit
will be affected by these other factors. The amount drunk over a long period,
however, will match very closely the water losses over the same period.
In the fortran version of the model animal, the stimuli to the drinking subsystem appear as STIMULI(DRINK), or more precisely as STIMULI(2) because the
computer distinguishes between activities by number. Thus, if the model is set
up to simulate feeding, drinking, preening and song, then STIMULI(1) refers to
feeding stimuli, STIMULI(2) to drinking stimuli and so on. It is sometimes useful to refer to variables such as STIMULI collectively for all activities and, when
necessary, I shall use the notation
STIMULI(J), J = 1, 4
which means STIMULI(J) where J changes from 1 to 4. In otherwords, STIMULI(1),
STIMULI(2), STIMULI(3) and STIMULI(4). Wherever STIMULI(J) appears on its
own it should be read as the STIMULI for any activity J. I shall use the same notation for other variables which appear in the fortran program, and their names
will always appear in capitals.

2.3. THE LONG-TERM SATIATION LOOP

2.3

19

The long-term satiation loop

I have suggested above that water deficit should be considered as one among
many factors affecting drinking. Nevertheless, it is special in an important
way because one can reasonably hope to calculate what the deficit might be
at any time and under different conditions. If the drinking behaviour then
fails to follow the estimated changes in deficit one has established additional
features of behaviour which need to be explained. This, indeed is one of the
chief benefits of modelling the feeding and drinking subsystems. One cannot
easily measure the flows of fluid and energy in a freely behaving animal, but
one can hope to estimate them with some accuracy by combining the results
of different experiments in the same model. This is exactly what has been
done by Toates and Oatley (1970) for drinking, and Booth et al. (1976) for
feeding. Their models allow us to see which observed features of rat drinking
and feeding behaviour can be explained in terms of fluid or energy flows, and
which features demand further explanations (see Toates, 1979b). In addition,
where two different mechanisms contribute to the same effect it may be possible
to estimate the relative contributions of each. For example, starving rats get
smaller and so need less water, but they also spend more time looking for food.
The reduced drinking which is observed is presumably the sum of both these
effects and, by a mixture of measuring and modelling, it may be possible to
estimate how much of the reduction in drinking is due to reduced needs and
how much to other factors such as increased competition from food-searching.
Compared with the model described by Toates and Oatley (1970) the drinking subsystem of the model animal (Fig. 2.1) is very simple. It uses a single
water deficit, whereas there is considerable evidence that mammals measure
both intracellular and extracellular fluid volume. In addition, the model animal
has no kidneys, and the loss of water is assumed to be constant, whereas in
mammals the kidneys would excrete less water as the water deficit rose. Nevertheless, the simplicity of the satiation loop is useful because it allows one to
see both the wood and the trees. The main usefulness of the model animal is in
seeing how competition between different activities might affect the occurrence
and effectiveness of each of them.
Examining Fig. 2.1 in detail, then, it shows that the water deficit tends
to increase at a steady rate, whether or not the model is drinking, and that
the rate is set by the parameter LOSS(DRINK). When the model is drinking then EFFORT(DRINK) is positive and the amount drunk is the product of
EFFORT(DRINK) and EFFECT(DRINK). When the model is not drinking, EFFORT(DRINK)
is zero so the water deficit is only affected by the steady loss of water by
metabolism. EFFORT(DRINK) does not go negative. The box with a small graph
(Fig. 2.1) is intended to show that EFFORT(DRINK) is zero whenever the inputs
to the drinking subsystem are negative or zero; EFFORT(DRINK) is proportional
to those inputs when they are positive. (Remember, Fig. 2.1 is simplified and
does not show all of the inputs to the drinking subsystem.)
The parameter EFFECT(DRINK) may be set to zero, which would mimic the
effects of water deprivation. The model would still spend time in drinking
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activities, i.e. searching for water or pressing the appropriate bar, but the effort
would be unrewarded and the water deficit would rise unchecked. One might
also set the parameter LOSS(DRINK) to zero and, with EFFECT(DRINK) also at
zero the satiation loop would be completely disabled, having no effect. For
the drinking subsystem that might be nonsense, but one may wish to eliminate
the satiation loop from subsystems controlling other activities. For example, I
have simulated preening without a satiation loop by setting LOSS(PREEN) and
EFFECT(PREEN) to zero.
The behaviour of the drinking subsystem may be summarised by the equation
dDEFICIT(DRINK)/dt

=

LOSS(DRINK)
−EFFORT(DRINK) ∗ EFFECT(DRINK)

which states simply that the rate at which deficit changes in a very short time,
dt, is equal to the rate of water-loss minus the drinking rate over that time
period. As we shall see below, the computer calculates in steps of length DT
and what it actually does is calculate
DEFICIT(J) =

DEFICIT(J) + LOSS(J) ∗ DT
−EFFORT(J) ∗ EFFECT(J) ∗ DT

To readers unfamiliar with fortran this looks odd because DEFICIT(J) appears
on both sides of the equation. The reason is that the line is not an equation
but a statement, or instruction. It tells the computer to replace the old value
of DEFICIT(J) by the new value. In otherwords the ‘=’ sign in the statement
should be read as is replaced by. Other languages such as Algol or Pascal use
a special symbol ‘:=’ to mean replace, but fortran is confusing in this respect.
The computer performs calculations of the same form for all subsystems, and
if a satiation loop is not required in a subsystem it must be disabled by setting
the appropriate LOSS and EFFECT parameters to zero.

2.4

Inhibitory connections

In Fig. 2.1 there were no inputs which told the drinking subsystem that feeding
was occurring, hence, there was nothing to stop the model from trying to feed
and drink at the same time. Figure 2.2 shows one answer to that problem,
and I cannot think of a simpler answer. All that is needed is that inhibitory
connections run from the output of each subsystem to the input of every other
one, and that the inhibitory gains shown in Fig. 2.2 are all greater than 1.0, as
are the corresponding gains in other subsystems. The inhibition from drinking
to feeding is given by:
INHIB(DRINK, FEED) = EFFORT(DRINK) ∗ GAIN(DRINK, FEED)
and so on. The behaviour of such an inhibitory network is explained in Chapter
3. Essentially, the network provides a switch mechanism because the inhibitory
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connections form a series of flip-flops which prevent two or more activities from
occurring at the same time.
There is nothing in the model to prevent certain stimuli from exciting one activity and inhibiting another. For example, a hawk overhead may excite escape
and inhibit chirping. But in the model animal there is an important distinction
between inhibitory signals which act directly on a given subsystem, and those
which act indirectly, through an inhibitory pathway from another subsystem.
We may not know at the outset which route is involved, for example, does the
action of escape inhibit chirping, or is chirping inhibited directly by the hawk?
However, direct and indirect inhibition have different consequences in the model
animal, and it may be possible to separate them in real animals. For the moment, however, I make it clear that where direct inhibition is thought to occur,
the inhibitory signal should be incorporated among STIMULI(J). STIMULI(J)
and DEFICIT(J) are then said to contribute to the direct factors for drinking.
The inhibitory signals from the other activities, feeding, preening and song, are
added to form SUMIN(DRINK) and these are said to be indirect factors because
they depend on the direct factors for other activities. The indirect factors also
depend on whether, or not, any other activity is occurring. If EFFORT(FEED)
is zero, then the inhibition from feeding to drinking will also be zero and the
drinking subsystem will receive no inhibition from the feeding subsystem.

2.5

The short-term fatigue loop

The short-term loop was part of the model from the start, and was proposed
to explain the alternation of activities in a constant environment. The environment concerned was a perspex sphere in which aphids could obtain no nutrient,
so attempts at feeding were not ended by satiation. Why then did the aphids
alternate between activities? The first suggestion was that suppressed subsystems might adapt to the inhibition suppressing them. The first subsystem to
escape from suppression would then inhibit all the others. A second possibility
was that the active subsystem fatigued and as its output declined one of the
other subsystems would be released. Many such decay processes are known to
affect transmission within and between neurons (see Sinclair, 1978, for a review).
Their timescales vary from milleseconds to days.
In the original simulations (Ludlow, 1976) I used the idea of neurons using
up transmitter to provide a short-term fatigue loop. Whenever a given activity
was performed its subsystem would use up transmitter. If the release rate was
faster than the rate at which it arrived at the terminal the reserve declined
and the subsystem would inhibit others less strongly. The higher the input to
the subsystem the more rapidly the transmitter was released. Furthermore the
transmitter carried the signal, so using up transmitter reduced the gain of the
pathway. This idea has several merits. It is easy to visualise; it is known to
occur in some neurons (Sinclair, 1978) and it would be easily invented in the
course of evolution. Indeed, it would be hard to design a neuron which did not
suffer this kind of decay.
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Figure 2.2: Satiation loop for the drinking subsystem together with inhibitory
connections which form the switch mechanim. The inhibition to other subsystems depends on effort and the gain in the specific pathways (From Ludlow,
1980).
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However, the idea raises complications which are not helpful in a behavioural
model, although they should be explored in a neurophysiological one. The most
serious is that the effective gains in the inhibitory pathways change with fatigue
and this greatly complicates both an intuitive understanding of the model, and
its mathematical analysis. In addition, the switch mechanism requires that the
inhibitory gains remain greater than 1.0, whereas the original fatigue loop allowed them to fall below this value. If input was high enough and fatigue was
faster than recovery it was possible for two subsystems to become fatigued at
the same time, and so be unable to suppress each other. This could lead to two
activities occurring at the same time, although the model worked over a wide
range of input conditions (see Appendix to Ludlow, 1976). I have therefore abandoned the original model in favour of a generation of alternatives which might
be distinguished on purely behavioural grounds. The first of these, BEAST2A, is
so like the original that its behaviour could probably not be distinguished by
observations on behaviour alone. For example, the short-term decay depends
on performance not sensory adaptation; it depends on effort not reward, and it
would be affected in precisely the same way by changes in various causal factors.
All of the conclusions of the original model animal paper (Ludlow, 1976) apply
equally to both models, except that BEAST2A cannot be overloaded as described
in the appendix of that paper. For the record, Fig. 2.3 shows the block diagram
of the original model and Fig. 2.4 shows BEAST2A which was used in Ludlow
(1980, 1982).
The idea of a limited resource is retained, but in BEAST2A the level of this
resource does not affect the inhibitory inputs from other subsystems. Changes
in the reserve act by rescaling all of the inputs to the drinking subsystem except
the inhibitory connections. Thus, in the present model (Fig. 2.4) the total
causal factors affecting drinking comprise the direct and indirect factors for
drinking (the indirect factors being the inhibition from other subsystems). The
direct factors, which are subject to fatigue are given by
DIRFACT(DRINK) =

STIMULI(DRINK) ∗ RESERVE(DRINK)
+DEFICIT(DRINK) ∗ RESERVE(DRINK)

So RESERVE(DRINK) rescales the sum of STIMULI(DRINK) and DEFICIT(DRINK).
RESERVE(DRINK) is increased at a constant rate which appears in the program as SUPPLY(DRINK). To prevent the reserve rising indefinitely, I have built
in an extra loop. The way I think of it is that the reserve arrives at the rate determined by SUPPLY(DRINK) but some diffuses back until the amount arriving
and the amount diffusing back are equal, i.e. there is no net movement. The
amount diffusing back is always proportional to the level of the reserve. Thus,
backflow = WASTE(DRINK) ∗ RESERVE(DRINK)

where WASTE(DRINK) is the constant determining the rate of backflow for a given
level of the reserve. It is convenient to set the constants SUPPLY(DRINK) and
WASTE(DRINK) to the same value. Then the reserve will stabilise at a maximum
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Figure 2.3: The original model described in Ludlow (1976). Outer satiation loop
and inhibitory connections as in Fig. 2.2. Inner fatigue loop has an integrator
RESERVE, being the level of a limited resource. Some of the reserve is wasted by
diffusion, and if the constant WASTE = SUPPLY the resting level of the reserve
is 1.0. The reserve is used up by drinking efrort and the constant PROPrelates
effort to loss of reserve. The level of the reserve multiplies (rescales) the total
factors for drinking.
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value of 1.0 because backflow equals supply when
SUPPLY(DRINK) = WASTE(DRINK) ∗ RESERVE(DRINK)
hence
RESERVE(DRINK) = SUPPLY(DRINK)/WASTE(DRINK)
which equals 1.0 if SUPPLY(DRINK) and WASTE(DRINK) are equal.
This means that when drinking starts after a long period of non-drinking the
drinking subsystem will be unfatigued so that RESERVE(DRINK) = 1.0. Hence,
STIMULI(DRINK) and DEFICIT(DRINK) have their full effect (that is they are
multiplied by 1.0, see Fig. 2.4). As the animal drinks the reserve is depleted so
that STIMULI(DRINK) and DEFICIT(DRINK) are rescaled by some value less than
1.0.
As the animal drinks, the loss in reserve is proportional to the drinking effort.
Thus, the final rate of change of reserve level is the net flow due to the supply
of reserve, the backflow, and the amount used up by drinking effort. That is:
dRESERVE(DRINK)/dt

= SUPPLY(DRINK)
−WASTE(DRINK) ∗ RESERVE(DRINK)
−EFFORT(DRINK) ∗ PROP(DRINK)

where PROP(DRINK) is a constant giving the proportion of the reserve used up
for each unit of drinking effort. What the computer actually calculates at each
step is:
RESERVE(DRINK) =

RESERVE(DRINK)
+SUPPLY(DRINK) ∗ DT
−WASTE(DRINK) ∗ RESERVE(DRINK) ∗ DT
−EFFORT(DRINK) ∗ PROP(DRINK) ∗ DT

The most crucial difference between the ideas of satiation and fatigue is that
satiation depends on reward rate, while fatigue depends on effort. Although
we did not realise it at the time, this difference was implicit in our questions.
Fatigue was proposed to explain why aphids stopped probing into a perspex
sphere, when the probe was clearly not terminated by satiation. A mechanism
for ending unproductive activity has clear advantages to any species, and the
relative contributions of satiation and fatigue can be measured experimentally,
indeed, the literature contains experiments which wittingly or unwittingly do
exactly that (see Chapter 4).

2.6

Summary of calculations during each step

In discussing each of the four ideas in detail, it is easy to lose sight of the
simplicity of the model. In this section I want to show that the full model can
be defined by only four Fortran instructions which are repeated for each activity
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Figure 2.4: Present model, BEAST2A, which differs from the original in that the
level of reserve multiplies (rescales) the direct factors for drinking, but not the
indirectly received inhibition from other subsystems. (From Ludlow, 1980).
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during a single step. Once the step is completed the results of that step are used
as input for the same calculations on the next step, and so on. At each step,
then, the program first calculates the effort spent in each activity. For drinking,
this is given by
EFFORT(DRINK) =

STIMULI(DRINK) ∗ RESERVE(DRINK)
+DEFICIT(DRINK) ∗ RESERVE(DRINK)
−INHIB(FEED, DRINK)
−INHIB(PREEN, DRINK)
−INHIB(SONG, DRINK)

where INHIB(FEED,DRINK) is the inhibition from feeding to drinking. If EFFORT(DRINK)
proved to be negative it would be reset to zero.
After calculating the effort spent in each activity, the program calculates the
consequences of that effort, and there are three consequences.
The new value of water deficit must be calculated. This is done by the
statement,
DEFICIT(DRINK) =

DEFICIT(DRINK)
+LOSS(DRINK) ∗ DT
−EFFORT(DRINK) ∗ EFFECT(DRINK) ∗ DT

The reserve in the fatigue loop is calculated by,
RESERVE(DRINK) =

RESERVE(DRINK)
+SUPPLY(DRINK) ∗ DT
−WASTE(DRINK) ∗ RESERVE(DRINK) ∗ DT
−EFFORT(DRINK) ∗ PROP(DRINK) ∗ DT

Finally, the inhibition exerted by drinking on each of the other activities must
be calculated by,
INHIB(DRINK, FEED) = EFFORT(DRINK) ∗ GAIN(DRINK, FEED)
and so on.
The full program is listed in Appendix A, but it turns out to have 839 lines
not four and such a large discrepancy demands some explanation. There are
several reasons for the extra code. Firstly, a great deal of code is devoted to
making the model easy to use. It gives full or brief reports on its behaviour,
plots particular variables if requested, and produces the sort of output that
can be analysed using various methods of sequence analysis. In addition, the
program allows one to set or reset the initial conditions and parameters at any
point. Secondly, the model has facilities for simulating well known experiments
such as the time-sharing and titration experiments described by McFarland and
Lloyd (1973). Thirdly, it calculates many intermediate values so that one can
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measure direct factors, or total factors as well as ettort spent in each activity.
Finally, there is a complication which arises from trying to simulate a continuous
process like behaviour on a digital computer which can calculate only in steps.
The last point needs to be discussed here, and is covered in the next section.

2.7

A complication in calculating the inhibition

When the computer calculates the inhibition that will be received by each subsystem on the next step some damping is needed. If the system is undamped it
is possible for all the subsystems to inhibit each other in one step so they are
all switched off at the next. During that step they exert no inhibition on each
other and they are all switched on at the third step and so on. This cycle would
go on indefinitely. It is an artefact of simulating an analogue system with a digital computer. Damping overcomes the problem because the subsystems cannot
pass from fully excited to fully inhibited in a single step, hence dilterences in
excitation of each subsystem have time to show.
Damping is introduced into the model by calculating the inhibition received
as a sort of sliding mean. The value of inhibition sent by each subsystem is first
calculated. This is given by:
INHIB(I, J) = EFFORT(I) ∗ GAIN(I, J)
where INHIB(I,J) is the inhibition from subsystemI to subsystem J, and GAIN(I,J)
is the gain in this inhibitory pathway.
Then the computer adds up INHIB(I,J) for all I. That is the potential
inhibition received by subsystem J from subsystems I to N. Note that GAIN(J,J)
must be set to zero or subsystem J would inhibit itself. The potential inhibition
received by subsystem J is added by the statement
POTINH(J) = POTINH(J) + INHIB(I, J)
and this statement, together with the previous one is set inside two summing
loops. The inner loop goes round N times changing I each time, while J is
changed each time the outer loop goes round. All of the POTINH(J) are set to
zero at the start of each step.
When POTINH(J) has been calculated the sliding mean is calculated and the
result put into SUMIN(J). In the simplest case SUMIN(J) is the mean of the
potential inhibition received, POTINH(J), and the old inhibition. That would be
calculated by the statement:
SUMIN(J) = (POTINH(J) + SUMIN(J))/2.0
However, it is not very flexible to be tied to a single value like 2.0 One solution
would be to store the last few values of POTINH(J) and find their mean. But the
values would then have to be shunted along at each step, dropping the oldest
value at one end and adding the latest at the other. Furthermore, the oldest
would contribute the same weight as the newest, which does not seem right. To
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overcome this I have used a slightly different approach. The potential change
in SUMIN(J) is calculated by finding the difference between the amount received
last step, and the amount which would be received if there were no damping.
This is given by:
potentialchange = POTINH(J) − SUMIN(J)
This change is then divided by a number stored as DAMP. Thus the
actualchange = (POTINH(J) − SUMIN(J))/DAMP
and the final value of SUMIN(J) is given by
SUMIN(J) = SUMIN(J) + (POTINH(J) − SUMIN(J))/DAMP
If damp is set at 2 this means that SUMIN(J) moves half way from its old value
to its potential value. If DAMP is set at 3, SUMIN(J) moves one third of the way
and so on. When DAMP = 1 then SUMIN(J) moves all the way from its old to its
potential value. The reader can check this with some numerical examples. He
will also find that when DAMP = 2 the result is exactly the same as a true sliding
mean of the last two values.
Increasing DAMP alone would make the whole system more sluggish, and slow
down transition times. This is avoided in the program by increasing the number
of steps per second as DAMP rises. Thus, if DAMP is increased from 1 to 10 then
the inner loop goes round ten times more per second of simulated behaviour.
SUMIN(J) then changes less at each step, but the steps are more frequent. In
some early tests, bout lengths were altered by less than 1% when DAMP was
altered from 1 to 20.

2.8

Summary

The model embodies four basic ideas. Each activity is controlled by a separate
subsystem which, in addition to having its own unique output, has a specific
set of direct inputs or factors. Different subsystems may share certain factors
and some may excite one subsystem while inhibiting another, but we assume
that there is some partition of factors so that an itchy skin is considered a
direct factor for grooming, but probably not for drinking. An itchy skin will
then affect drinking indirectly by promoting grooming. No distinction is made
between internal and external stimuli in this classification.
Among the direct factors for any activity there may be one or more which are
reduced by the successful performance of that activity, and such a factor forms
part of a satiation loop. In the basic model there is only one satiation loop per
activity. Another type of direct factor is distinguished because it is reduced by
the effort spent in the activity, whether or not the outcome is successful. Such
a factor would form part of a fatigue loop. Changing the reward rate will have
a marked effect on the satiation loop but not on the fatigue loop, so they may
be distinguished by simple experiments.
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Finally, activities which should not occur together do not because their subsystems inhibit each other. The inhibition runs from the output of one subsystem to the input of every other, and the gain in the inhibitory pathways is
greater than 1.0.
The total factors affecting any subsystem are divided into two groups: the
direct factors which comprise the satiation factor, the fatigue factor and other
stimuli, and the indirect factors which act directly on some other subsystem,
but affect drinking through the inhibitory pathways from other subsystems. An
itchy skin which acted directly on the grooming subsystem would be just such
an indirect factor for drinking because it would influence any inhibition from
the grooming to the drinking subsystem.
A computer simulation involves calculating the model’s state in a series of
steps. First the effort spent in each activity is calculated. This should be zero
for all but one activity (apart from the brief transition between activities). Then
the consequences of that effort are calculated for: (a) the satiation loop, (b) the
fatigue loop and (c) the inhibition which will act on other subsystems during
the next step.
There are one or two practical complications in running the computer model.
Of these the most important is that the inhibition between subsystems has to
have some damping in order to smooth the jerky effects of calculating continuous
changes as a series of steps.
An annotated copy of the fortran program is given in Appendix A.

Chapter 3

Consequences of mutual
inhibition
We may fairly lament that intuitive probability is insufficient for scientific purposes, but it is a historical fact. W. Feller, An introduction
to probability theory and its applications. 1968
I hope, in the next two chapters, to show how the model animal has been
useful in raising questions I should not otherwise have asked and in answering
other questions, sometimes in unexpected ways. At several points it has become
clear that arguments widely propogated in the literature are incomplete and less
compelling than they have usually appeared.

3.1

Properties or the switch mechanism

The heart of the model animal is its switch mechanism. This was proposed,
when discussing aphid experiments, to explain how two activities could be prevented from occurring at the same time. The obvious suggestion was that the
subsystems inhibit each other. To consider that suggestion further I drew two
subsystems controlling probing (P ) and walking (W ), together with inhibitory
connections (Fig. 3.1). The system shown in Fig. 3.1 has an unexpected property: if the output of P inhibits the input of W then it reduces the inhibition
that W sends to P . In otherwords, a rise in excitation at P reduces the inhibition from W to P which allows a further rise in excitation at P . This will reduce
inhibition from W to P still more, allowing a yet further rise in excitation at P .
That is clearly an example of positive feedback, but when will it stop? Presumably, when P has reduced W ’s output to zero. Thus, mutual inhibition by two
subsystems appears to provide a simple switch which allows only one activity
to occur at a time; whichever is the stronger will switch off the inhibition of the
weaker, so that only one has any output.
31
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Figure 3.1: Two subsystems connected by mutual inhibition
The above is a typical verbal argument, and it is hopelessly incomplete. We
have said nothing about quantities and it is easy to show that the conclusion
is quite wrong if we happen to chose the wrong numbers. Fig. 3.2a shows the
same pair of subsystems, but with numbers added to make it a quantitative
model. The most important quantities are the (implied) gains in the inhibitory
pathways. These are 0.5 so that inhibition from P to W is half the net input
to P (i.e half its direct factors). It is clear that both systems are active at the
same time. Furthermore, as Fig. 3.2b shows, P can only suppress W if the
direct factors to W are half or less than half those of P . because the gain in
the inhibitory pathway is 0.5. Thus, the system will not work if the gains in the
inhibitory pathways are less than 1.0 because any subsystem would be unable
to suppress another equally stimulated one.
Fig. 3.3a shows a system in which the inhibitory gains are 2.0 and it appears
to allow both P and W to be active at the same time. However, thc equilibrium
in Fig. 3.3a is unstable and will be destroyed by the most minute change or
inequality. To demonstrate this, imagine a brief rise of 1 unit at subsystem P .
Inhibition from P to W would rise by 2 units (to 8), which would allow only one
unit of output from W . As a result of this reduced output, inhibition from W
to P would be down to only 2 units. But if P has direct factors of 9 units and
only 2 units of inhibition from W , then its output is 7 units and its inhibition
to W is 14 which is enough to switch W off completely. With W switched off,
P has direct factors of 9 units and no inhibition, so its final inhibition to W is
18 units.
To summarise the situation so far, a brief look at Fig. 3.1 (which had no
numbers) suggested that a switch mechanism would be provided by inhibitory
connections running between two subsystems. Fig. 3.2 shows that the conclusion is not true if the inhibitory gains are less than 1.0, but Fig. 3.3 shows
that it works well when the inhibition is strong enough. In the light of the
simulations performed while discussing Figs. 3.2 and 3.3 we must modify the
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Figure 3.2: A quantitative version of the model shown in Fig. 3.1. Inputs and
outputs are shown and, by implication, the gain in inhibitory pathways is 0.5,
i.e. inhibition from P to W is half the net input to P . 3.2a and 3.2b show
different states of the same model.

Figure 3.3: Two subsystems with equal inputs and high inhibitory gains (2.0)
could reach the position shown in 3.3a, but the equilibrium is unstable. A
brief rise in excitation at the probing subsystem rapidly leads to the stable
equilibrium shown in 3.3b.
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Figure 3.4: Following the situation in Fig. 3.3b, input to walking must rise
above 18 units before walking starts
original conclusion. The conclusion now reads Mutual inhibition by two subsystems provides a simple switch which allows only one activity to occur at a time
and, provided that the inhibitory gains are high enough, the more stimulated
subsystem will switch off the inhibition of the weaker so that only one has any
output.

3.2

Hysteresis in the switch mechanism

Before continuing, I must deal with a difficulty I have often met when explaining this model to new readers or audiences. Many people come to the model
expecting the changeover to start when input to both activities is equal, but
this is not what happens. Following the changeover shown in Fig. 3.3, imagine
that the direct factors for W rise to 17 units (Fig. 3.4a). Not surprisingly, W is
still suppressed because it receives inhibition of 18 units from P . However, the
direct factors for P are only 9 units, while those for W are 17. Thus, changeover
does not start at the moment that the direct factors for W exceed those of P .
Nor do changeovers start when total factors are equal. In Fig. 3.4a the total
factors for P are 9 units, while those for W are -1. That is a difference of 10
units, but the total factors for W do not have to rise by 10 units to start the
changeover cycle. They have only to peep above zero and, as soon as they do,
W starts to inhibit P which reduces P ’s inhibition of W and so on. Suppose,
for example, that the direct factors for W rise to 19 units. That will bring its
total factors to +1, so W now sends 2 units of inhibition to P . A drop of 2
units output at P means that its inhibition of W falls by 4 units (from 18 to
14). That raises the total factors for W by 4 units (to 5). Thus, the initial
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rise of 1 unit in total factors for W goes round the loop and removes 4 units
of inhibition from W . The four unit rise at W means that its output goes up
from 1 to 5, and its inhibition of P from 2 to 10, which is enough to suppress
P completely. Now, unsuppressed, the total factors for W become equal to its
direct factors (19 units) as shown in Fig. 3.4b.
With inhibitory gains of 2.0 the changes accelerate (a 1 unit rise leads to a
4 unit rise which leads to total liberation) but the point I want to emphasise
is that neither direct factors nor total factors were equal when the changeover
started. On the contrary, the changeover started as soon as direct factors for
W rose above 18 units (while those for P were 9) and when total factors for W
rose above 0 (while those for P were 9).
I labour this point because it appears to conflict with a fundamental assumption which most people make implicitly, and some authors have made explicitly
(e.g. Atkinson and Birch, 1970). The assumption is that the activity being performed at any instant is always that which is most strongly stimulated and the
changeover point must therefore be the point at which stimulation was equal.
In otherwords it is a landmark which can be used in the analysis of behaviour.
The model animal does not contradict the premise but it shows the conclusion
to be oversimple. The activity being performed at any instant is always the one
with the highest total factors. Indeed, it is the only one with total factors above
zero, because the fundamental assumption behind the model animal is that any
activity with positive total factors at any instant will be performed. The inhibitory connections were proposed to ensure that only one activity ever had
positive total factors at any one time (apart from the brief changeover cycle).
Thus, there is no conflict between the model animal and Atkinsons and
Birchs assumption, but their conclusion that the changeover point marks the
point of equal causal factors does not apply to the model animal. What happens is that the changeover starts well before the total factors are equal and, a
moment later, when the changeover has finished their positions are completely
reversed. The changeover rushes past the point of equality somewhere between
these two extremes. I find that hard to visualise exactly, so I never think in
terms of total factors. Instead I work with direct factors which do not depend
on each other as total factors do. But if we work with direct factors we must
never try and apply Atkinsons and Birchs assumption. The assumption is true
for total factors, but definitely not true for direct factors. The activity being
performed at any instant is not always the one with the highest direct factors.
Figure 3.4a shows that quite clearly. Direct factors for P are less than those for
W , but it is P which is occurring. There is nothing contradictory about this
because direct factors are a subset of the total factors. The confusion arises if
we blur the distinction between total and direct factors. Inhibition is necessary
to prevent two activities from occurring at the same time, and the inhibition
must be strong enough to hold down a rival with equal direct factors (or they
would both occur at once). If the inhibition has strength to spare it can hold
down a rival whose direct factors have become greater than its own since the last
changeover. However, it is very important to remember the distinction between
direct and total factors. I shall always work with direct factors because we can
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then regard the inhibitory network as a black box giving well-defined start and
stop thresholds for each activity.
The start threshold is still a useful landmark and, if we work with direct
factors, the start threshold for W is the level of direct factors for W which must
be exceeded before changeover starts. When the direct factors for P were 9
units, and P was occurring, the start threshold for W was 18. In a two unit
system, the start threshold for W is equal to the inhibition from P to W . That is
equal to the direct factors for P multiplied by the gain in the inhibitory pathway
from P to W . Once W has started, however, its stop threshold is much lower.
In Fig. 3.4b, for example, the direct factors for W would have to fall to 4.5
before P was disinhibited. This is because the gain in the inhibitory pathway
from W to P is 2.0, and even if direct factors for W fell to 4.5 it would still send
9 units of inhibition to P , which is enough to keep P suppressed. Thus, with
two subsystems, the stop threshold for W is equal to the direct factors for P
divided by the gain in the inhibitory pathway from W to P . The stop threshold
has no physiological counterpart, in the way that the start threshold equals the
inhibition received from the ongoing activity. Nevertheless, the stop threshold is
particularly helpful in understanding the sequence of activities. Ludlow (1982)
gives a full discussion of start and stop thresholds.
A large gap between start and stop thresholds is known as hysteresis. In the
model animal it is due to the two things which happen when W ousts P . W
not only throws off the inhibition it previously received from P , it also starts to
send inhibition to P . Removing former inhibition is equivalent to receiving an
added positive signal, or to positive feedback. Imposing inhibition of its own is
an increase relative to P , even if it is not an increase in absolute terms. Some
weeks after dicovering these properties of the switch mechanism I attended a
meeting of the Association for the Study of Animal Behaviour where Dr. I
Duncan delivered a paper on meal size in chickens. The question he posed was:
why does a chicken go on eating after the first mouthful? If it has only just
become hungry enough to start feeding, then the first mouthful might reduce
its hunger enough to stop it eating. In fact it eats so much thai it does not then
feed again for some time. Duncan proposed that delays in food absorption were
responsible, and other authors (eg. McFarland and Sibly, 1975) have argued that
the sensation of food in the mouth excites feeding so that it continues beyond
the point at which it was started. This is another example of positive feedback.
As shown above, however, an additional possibility is that the mechanism by
which animals switch between activities might show hysteresis. It seems very
likely that all three of these mechanisms are involved.

3.3

The control of sequences in a model with
many subsystems

Up to now we have considered only two activities, do the conclusions still apply
if there are more than two? To test this, an electrical model was built with
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four subsystems. It confirmed that the network would allow only one activity
to occur at a time, even when all activities had the same excitatory inputs. The
model also confirmed that high gains in the pathways caused rapid transitions,
and it had the hysteresis properties described above. However, one could not
easily follow the inputs, outputs and inhibitory connections of the 4 electrical
subsystems simultaneously, so further work proceeded by calculating the changes
step by step, culminating in the present computer programs. During many hours
of simulation, with ten activities and many thousands of changeovers, there have
been no cases where the switch mechanism has broken down, providing that
reasonable damping was used (see Chapter 2).
The only significant difference between a two and a multi-subsystem model
is that the stop thresholds are calculated differently. The stop threshold for
W , at any instant, depends on the strongest rival at that instant, and the other
suppressed activities can be ignored when calculating stop thresholds. However,
the strongest rival is not necessarily the one with the highest direct factors. I
find it best to think of the suppressed activities bidding to succeed the ongoing
one, and the bid each one offers to W is equal to its own direct factors divided
by the the gain in inhibition from W to it. Thus, BID(P |W ) is the bid offered
by P when W is occurring, and is given by
BID(P |W ) = D(P )/GAIN(W, P )
where D(P ) is the sum of direct factors for activity P . The vertical line in the
equation should be read as “given”. The highest bid provides the stop threshold
for W because W will be replaced as soon as its direct factors fall below that bid.
The start thresholds in the multi-subsystem model are calculated just as in the
two-subsystem model because the start threshold for any suppressed activity
is equal to the inhibition it receives from the ongoing activity. When W is
occurring, the inhibition to P equals D(W ) ∗ GAIN(W, P ) so the start threshold
is given by:
START(P |W ) = D(W ) ∗ GAIN(W, P )
If the gains in the inhibitory pathways determine the start thresholds for the
suppressed activities, then it follows that differences in these gains would allow
lower start thresholds for one activity than another. For example, one activity,
say P , might inhibit X more weakly than it inhibits W . In that case the
start threshold for X would be lower than that for W . All other things being
equal, X would be more likely than W to follow P . Simulations immediately
confirmed that differences in gains would indeed affect transition probabilities
and that, if the gains were sufficiently different, the sequence of activities could
be completely determined. If the sequence of activities could be influenced, or
even determined, by the gains in the inhibitory pathways, then perhaps learned
changes in sequences of behaviour might be due to changes in inhibitory gains.
For example, in some simulations of rat behaviour (Ludlow, 1982, and below)
it was important to arrange that drinking tended to follow feeding. This was
done very simply by setting a relatively low value for the gain in inhibition from
feeding to drinking. As a result, the model showed several peculiar properties
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of rat behaviour. One of these was that it tended to drink more in the early
days of starvation because food searching was more frequent and led to more
frequent drinking. Milgram et al. (1974) reared one group of rats on chow
and lettuce so that they had no prior experience of drinking water with meals.
The control group was reared on chow and water. When both groups were
given chow and water there was no difference in the amount drunk, but when
both groups were starved, those with experience of water drank more than the
chow and lettuce reared rats. These differences were successfully simulated by
adjusting the inhibitory gain between feeding and drinking, a relatively weak
gain gave normal rat behaviour; a slightly higher gain gave the behaviour found
in lettuce-reared rats (Ludlow, 1979, 1982).

3.4

Learning and the model animal

The current version of the model animal is incapable of learning but the control
of sequences is so simple that one can easily see what would have to change for a
particular sequence of activities to become a habit. From the Milgram, Krames
and Thompson experiment, it looks as if the normal coupling of feeding and
drinking requires learning, and from the simulations it is clear that the process
of learning could involve a resetting of the relevant inhibitory gain.
To explain learning in this way one must suggest a mechanism whereby the
gain between feeding and drinking is reduced whenever the sequence feeding
to drinking occurs. The simplest learning rule which might be postulated is
that specific inhibitory receptors in the drinking subsystem become less sensitive whenever drinking occurs immediately after feeding. Immediately after
such a transition the neurons on the drinking subsystem will become active
while inhibitory transmitter from the feeding subsystem still occupies their receptors. Hence, learning could occur by knocking out any inhibitory receptors
which were caught with transmitter still on them at the moment of membrane
depolarisation. This would reduce the gain in the inhibitory pathway from the
feeding to the drinking subsystems whenever feeding was followed by drinking.
The gain in other inhibitors pathways would not be affected.
As Sinclair (1978) has pointed out there are numerous processes which cause
a decrease in gain as pathways are used, while there is no good evidence of a
process which causes a long-term increase in gain with use. Hence, to decrease
the gain in an inhibitory pathway may be more in keeping with known physiology
than to increase the gain in an excitatory pathway as many other learning
theories require. However, it is essential that the gain is reduced only in the
pathway from feeding to drinking. It is known that absence of transmitter
increases the number of receptors and that the number is reduced by persistant
occupancy (see Sinclair, 1978, for a review), but the mechanism proposed here
requires, in addition, that the reduction in sites is greatest if the membrane
depolarises during site occupancy. That additional mechanism would allow the
two events, feeding and drinking, to become coupled at a single synapse without
needing auxilliary neurones to register the coincidence of the activities as other
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Figure 3.5: Alternative network in which the output of each subsystem inhibits
the output of the others. With inputs shown and inhibitory gains of 1.0 no
output occurs, (from Ludlow, 1980).

authors require (e.g. Uttley, 1976).

Notice that the mechanism proposed here would couple responses so it is
the response of feeding that leads to drinking rather than the feeding stimuli
which become coupled to drinking. In another meeting of the Association for the
Study of Animal Behaviour Dr. Fentress described an incident where his infant
son happened to make a movement which he had often used when playing with
a particular toy. Immediately, his son toddled into the next room and started
playing with that toy. Dr. Fentress went on to ask if motor responses became
coupled to each other at an earlier stage in learning than the coupling of stimuli.
A model brain based on the inhibitory networks described here would very
possibly have that property. Nevertheless, stimuli may become coupled by a
rather similar mechanism (see Section 3.6).
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Alternative arrangements of the inhibitory
connections

The analysis described in previous sections has shown that a switch mechanism
was possible using very simple inhibitory connections. Furthermore, natural
selection or learning could influence the sequence of activities by acting on
the gains in these inhibitory pathways. At this point I examined alternative
inhibitory networks, and confirmed that it is crucial that the inhibitory pathways
run from the output of each centre to the input of every other. If the connections
run instead from input to input, or output to output (Fig. 3.5) then it is possible
for the system to jam, allowing no output. If the gains are below 1.0, then the
system may permit more than one output at a time (Fig. 3.6). With three or
more activities it is impossible to set the gains in such a way that prevents one
or other of these catastrophes from happening (see Ludlow, 1980, p. 293 et seq).
From this analysis it became clear that the classic disinhibition hypothesis of
van Iersel and Bol (1958) was ambiguous. They did not state whether inhibition
between centres went from the output of one to the input of another, or from
output to output, or input to input. In the first case they would have the
flip-flop mechanism of the model animal but their argument required that two
conflicting activities remain in balance, inhibiting each other, while a third
displacement activity is performed. The flip-flop does not allow this, for it will
decide instantly between the two conflicting activities. On the otherhand, if
inhibition ran from input to input, or output to output, the disinhibition theory
would predict that the animal freezes, incapable of performing either activity,
or that it might perform all three simultaneously. A discussion of these points
and the simulation of some features of displacement activities is given in Ludlow
(1980, p. 294 et seq).

3.6

Mutual inhibition in more complex networks
- a model brain

A basic assumption of the model animal is that each subsystem is supposed
to control a single activity and the inhibitory connections ensure that no two
activities overlap in time. Real behaviour is more complex; each activity consists
of a pattern of muscle contractions and parts of such patterns may be common
to more than one activity. One might well regard that as overlap of activities
and it is clear that at a finer level of analysis the model, in its simple form,
just will not do. This raises two questions: can the principles of the model
be extended to handle the real complexities of behaviour and, secondly, is it a
misleading approximation to describe behaviour in this convenient, if simplified
way?
Analysis of the first question has been based on a very simple model brain
based on exactly the principles described above, and simulations of the extended
model suggest that one can summarise its behaviour rather well in terms of the
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Figure 3.6: Network of Fig 3.5 with reduced gains (0.8). With inputs shown
both A and B have simultaneous output (from Ludlow, 1980).
simpler model. Hence, its simplicity alone does not rule the model out as a
useful, if approximate, tool for simulating real behaviour.
The essential features of the model brain are shown in Fig. 3.7. There
is a layer of motor neurones, each of which controls a separate muscle. Each
of these motor neurones has a spontaneous level of activity or receives a tonic
input (not shown) which ensures that it will fire unless inhibited. The inhibitory
connections are so arranged that some motor neurones inhibit each other while
others do not. Thus, inhibitory connections between motor neurones are either
zero or greater than 1.0.
Closely applied to this layer is a layer of detector cells which receive input
from the sensory systems. We know from work by Hubel and Wiesel (1962,
1965) that there are complex cells in the visual cortex of cats which respond
to lines or edges at a particular angle. Some of these respond if the line is
at a particular place in the visual field, others to lines with the appropriate
orientation anywhere in a large area. The detectors in Fig. 3.7 might receive
the output of such cells. Other detectors will receive the output of cells from the
auditory system and so on. Again, we imagine that the detector cells receive
a weak excitatory signal, so that they fire whenever they are not inhibited,
though not as strongly as when they are directly stimulated. Also we imagine
that detector cells inhibit each other. It is permissable for the inhibitory gains
between detector cells to fall below 1.0 but it simplifies the description if we
begin by assuming that they inhibit each other with high gains or not at all.
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Finally, we assume that there are inhibitory connections from the detector cells
to the motor neurones, but not necessarily from motor neurones to detector
cells.
The behaviour of this model brain can be extraordinarily complex, but it is
easily understood because it depends on sets and subsets of cells which do not
inhibit each other. I shall call these intracompatible sets. Fig. 3.7 (b and c)
show two such intracompatible sets. The first point to note is that some of the
cells take part in both sets, others take part in only one, and other cells take
part in neither. Any one cell may take part in a large number of sets.
There may be subsets within sets as shown in Fig. 3.8 which is taken from
Ludlow (1980). Suppose that motor neurones A, B, C and D control specific
muscles, and suppose that the detector cell X inhibits all other motor neurones
except A and B. Then, stimulating X will disinhibit A and B, but because
they inhibit each other, only one can fire, As it fatigues the other will take
over so that A and B alternate. If another detector cell Y inhibits everything
except B, C and D, then stimulating Y disinhihits B, C and D. If C and D
inhibit each other, but nothing else, then C and D will alternate while B fires
continuously. Hence, these two patterned responses share one motor neurone
in common, unit B. When X is stimulated, B alternates with A, but it fires
continuously when Y is stimulated. A and B might control the leg muscles
in walking, while C and D control the movements of the arms. When X is
stimulated the model would walk, but when Y is stimulated it would lift its left
leg to be scratched. Stimulating both X and Y would cause alternate walking
and scratching, but at least the two activities would not be confused. If all the
inhibitory connections from X, Y etc. to A, B, C and D were removed, then
hybrid responses would occur, which is exactly what happens when the head of
a preying mantis is removed. The mantis attempts to walk while its raptorial
legs cling to the substrate (Roeder, 1970).
Other subsystems such as P and Q can be completely isolated from interaction with the rest of the network by deleting the relevant connections. This
might be important in controlling vital functions such as respiration. Additional excitatory links can be superimposed on such a network without altering
its essential functioning. Such excitation would alter the level of response but
not the essential pattern. In otherwords the network is very robust. A system
based on excitatory connections alone would have to be finely tuned, and for
that reason a working version might be impossible to construct, particularly out
of living units. The example shown in Fig. 3.8 controls both a temporal and
spatial pattern of output. If three or more cells inhibit each other they will fire
in a sequence which depends on the relative strengths of the inhibitory connections between them, just as sequences of activities are determined in the model
animal (Section 3.3). In several species of invertebrates both the temporal and
spatial pattern of muscular contractions has been found to depend on similar
principles. For example, Maynard (1972) summarised work on a ganglion of 30
neurones in the lobster by saying:
Excitatory synaptic activity in the ganglion appears to bring compo-
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Figure 3.7: The model brain. A A layer of detector cells which collect output
from the sensory systems are linked to a layer of motorneurones via an inhibitory
network (shown as a rectangular box). B and C show two sets of cells (closed
circles) which do not inhibit each other and which therefore tend to fire together.
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Figure 3.8: Inhibitory network with inhibitory connections. All arrows shown
are inhibitory connections running from the output of one subsystem to the
input of another. The gain in such connections is always greater than 1.0 (from
Ludlow, 1980).
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nent neurons to an appropriate discharge level. It does not determine
pattern. Inhibition plays a dominant role in carving out patterned
output, and nearly all described chemical synapses between ganglion
neurones are inhibitory.
Bullock (1976) citing this conclusion implied that it could be applied to all other
networks known at that time.
Among neurophysiologists there has been much recent interest in models of
recurrent cyclic inhibition (Kling and Szekely, 1968; Friesen and Stent, 1978;
Benjamin and Rose, 1980) and although the networks studied have been dedicated to producing repetitive output such as swimming in leeches, or feeding
movements in gastropods, the nerve nets found to be responsible have acted
by permitting different sets of cells to fire simultaneously, and determining the
way such sets succede each other in time. There have, it is true, been many
additional complications, such as pacemaker cells which fire rhythmically even
when isolated, and the networks do not display the flat simplicity of Fig. 3.7.
Nevertheless, the behaviour of such dedicated networks may be understood by
exploring the properties of complete inhibition and then examining the effect of
deleting connections.
It is not surprising that the control of relatively fixed behaviours should
employ dedicated networks with special complex anatomy. Selection can refine
both structure and development when the detailed function remains fixed for
many generations. When considering such dedicated networks, therefore, it is
important to be aware of the ways in which they may differ from the more general
networks of vertebrate brains. One special feature of dedicated networks is the
prevalence of command neurones which excite or disinhibit a whole pattern of
response. The detector cells X and Y play this role in Fig. 3.8. That was
convenient for descriptive purposes, but it may have been misleading in an
important sense. The discovery of command neurones leads one to suppose
that all motor systems represent a hierarchy of command, restricted to one or
a few cells at the top. Similarly, one supposes, the sensory systems gradually
narrow to highly specific cells which respond to complex patterns of input.
The link between the narrow ends of the two types of hierarchy is then the
most economical way of linking sensory input to motor output. The idea of
intracompatible sets provides a striking alternative to this view. One of the
most attractive features of such sets is that they explain very readily how whole
sets of detector cells may become coupled with each other, and with large sets
of motor neurones. The idea of intracompatible sets also has implications in
explaining such phenomena as pattern recognition and conditioning. To explain
these implications I shall concentrate mainly on sets of detector cells (the upper
layer in Fig. 3.7), So far I have simulated only small networks of up to 10 cells
but these show the following properties which can be expected to apply to much
larger ones.
1. If all cells have a tendency to spontaneous excitement (i.e. they fire when
not inhibited) then exciting one cell disinhibits all the other cells in its
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set. If it is part of more than one set, the set which is activated depends
on other inputs.
2. When a pattern of input is presented the set which wins is the set which
most closely matches the input. Thus if one set consists of the cells A, B
and C and another comprises D, E and F , then the input pattern A, B,
E will excite the first set more than the second so the first interpretation
will win.
3. In the example above, the stimulus A, B, E elicited the interpretation A,
B, C showing that distracting parts of input (E) are ignored while missing
parts of the interpretation (C) are supplied. This is a well documented
property of real nervous systems. We can recognise letters of the alphabet
even when parts of them are missing or when they are nearly disguised by
extraneous lines.
4. If two sets A, B, C and D, E, F are equally stimulated (say by the input
pattern A, B, D, E) one will win, but gives way to the other as its cells
fatigue. The two interpretations then alternate as happens when we look
at ambiguous figures such as the Necker cube.
5. If some of the cells in such a network are motor neurons, then sets which
include both detector cells and motor neurones will combine specific stimulus patterns with specific motor responses. All that is necessay is that
the motor neurones are spontaneously active or receive some tonic input
so that they fire when disinhibited.
6. Coupling of conditioned and unconditioned stimuli or responses could take
several forms including both spatial and sequential coupling. Thus, the set
which is excited by the unconditioned stimulus may become enlarged to
incorporate the conditioned-stimulus set. Alternatively the conditionedstimulus set may enlarge to incorporate the response set. Both of these
would be examples of spatial coupling, but sets need not merge at all.
The inhibition from the conditioned-stimulus set to the response set may
simply be reduced enough to make the response set the likely successor
to the conditioned-stimulus set. That would be an example of sequential
coupling, To a large extent they involve the same process. If a sequence
A, B is repeatedly presented, and if this reduces the gain in the inhibitory
pathway from A to B, then sequential coupling will occur if the gain stays
above 1.0. If the two inputs are presented simultaneously, then the sets A
and B will at first inhibit each other and so oscillate, reducing the gains in
both directions. If the gains stay above 1.0, then again sequential coupling
will occur, but as soon as the gains fall below 1.0 the two sets will begin
to merge. Merging is complete when the gains collapse to zero. In the
motor systems this might be disastrous, but in the network of detector cells
the merging of sets with levels of inhibition below 1.0 gives a mechanism
capable of coding both spatial and sequential information.
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7. Although the complex cells of the visual cortex have been taken as an
example for the detector cells in Fig. 3.7 it is clear that even visual
perception involves the coupling of retinal images with other information
learned from previous experience of touching objects, walking between
them and so on. Such coupling of visual and other sensations can be
explained by intra-compatible sets which include visual and other types
of detector cells.
8. The coupling of hearing, speech, reading and writing can also be explained
by the formation of sets which are excited by particular words whether
written or spoken and which include those neurones responsible for speaking and writing the same word. Weak inhibitory links between sets, or
subsets common to both would explain the association between words or
ideas.
It would seem fanciful to explain the acquisition of language on the basis of
simulations involving only 10 cells (with 90 possible interactions) if it were not
for the work already done by Andreae (1972). He has constructed a computer
program, PURR-PUSS, which is able to learn languages apparently as children
do. Furthermore, it appears to learn both vocabulary and grammatical constructions in a way which Chomsky (1957) thought could not be done by any
simple model. The key feature of Andreaes model is the notion of multiple
context. The model learns, from past experience, the probable juxtaposition of
sequences of input on several channels. Chomsky considers the behaviour of a
model which learned the probability of sequences on one channel and proved that
this would be inadequate for handling any real language. Andreae has shown
that storing past juxtapositions on several channels produce rich and flexible
behaviour and it seems possible that Chomskys criticism may, quite wrongly,
have diverted interest from a crucial line of research. We simply do not know
the power of storing probabilities on many channels, and at different levels, simultaneously. The organisation of Andreaes model is totally different from the
intra-compatible sets of the present model, but I believe that the behaviour of
the two models should be essentially the same because the intracompatible sets
of the present model appear to provide something very similar to the multiple
context behaviour of Andreaes model PURR-PUSS. Thus, if one uses the idea
of degrees of inhibition, the intra-compatible sets of the present model could
form degrees of association between words or concepts and could provide the
rich flexibility which Andreaes model shows.
Having suggested some of the possibilities of such intra-compatible sets it
is essential to point out the substantial theoretical problems which remain before a complete theory along these lines can be formulated. I do not for a
moment imagine that every cell in the sensory and motor cortices is linked to
every other by inhibitory interneurones. Local inhibitory networks could be arranged in blocks which then communicate with each other by mutual inhibition.
Such subdivisions and sub-subdivisions would drastically reduce the number of
interneurones required.
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Another possibility has been suggested by Joseph et al. (1979). They independently proposed the sort of reciprocal inhibition being considered here,
but went on to develop a model which required fewer inhibitory connections.
Each cell is supposed when active to excite a general inhibitory system which,
in turn, inhibits all cells. Self-suppression is prevented because each cell excites
itself with as much inhibition as it would receive back from its own contribution
to the general inhibitory system. Such self-excitation must compensate exactly
for the extra inhibition the cell receives as a result of its own output. This is
mathematically equivalent to the present model when all the inhibitory gains
are equal. I suspect that there may be problems with their model if inequalities
in gains are allowed, and it is exactly the development of such inequalities which
would be required for learning to take place in the way I have suggested. Nevertheless, their extension of the ideas of reciprocal inhibition is an important
contribution because it is very likely that some hybrid version, in which general inhibition occurs at some levels and one-to-one inhibition at others, would
provide an economical model with high learning and coordinating power.
One should not expect to find individual cells in the cortex corresponding
to those in Fig. 3,7. Any corresponding units in the cortex would have evolved
additional specialised functions and anatomical features, and would almost certainly consist of several different cell-types. Secondly, the layout of Fig. 3.7
contains enormous and wasteful redundancy. While it might be embryologically
simple to grow all possible connections and then delete the irrelevant ones, it
is far more efficient not to grow some of them at all. For example, there is no
possible reason for antagonism between the muscles of the foot and those of
the larynx, so it would be wasteful to grow and delete inhibition between such
motor neurones. By grouping together those groups which must or might have
to inhibit each other, and not growing irrelevant connections the total number
of neurones can be enormously reduced. Specialised regions which obscure the
simplicity of Fig. 3.7 would be expected if such a system had passed through
millions of years of evolution.
Nor is it necessary for learning to take place at inhibitory synapses. The
crucial thing is that gains in inhibitory pathways should be reduced. This can
be done by reducing the excitation of an inhibitory neurone, or by reducing the
amount or effect of transmitter released by the inhibitory neurone.
It might be thought that a model based on deleting inhibitory connections is
simply the mirror image of the more usual models in which learning occurs by
forming excitatory connections (e.g. Sutton and Barto, 1981). However, there
are unique features of inhibition. In the first place excess inhibition does not
over-inhibit, it simply switches off, and once that has happened it does not
matter if the inhibition is too strong. Thus, two inhibited cells have the same
output if they are both switched off, whereas they would have to be excited
to exactly the same extent if they were to have the same positive output in
an excitatory network. Furthermore, it is clear that inhibition is necessary in
theories of selective attention or singleness of action.
In this context, the two functions of learning and coordination may conflict
with each other to some extent because it is essential, if inappropriate pairs
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of activities or movements are to be prevented, that inhibitory gains are kept
greater than 1.0. The flexible learning networks on the otherhand must have
gains which are modified by experience and which can go below 1.0. Thus, the
learning mechanism suggested here must be prevented or restricted in some parts
of the nervous system and allowed in others. As mentioned above, alterations in
the control of sequences in time are possible with gains greater than 1.0, provided
that relative differences in the gains can he changed. But the development
of simultaneous activity within a set of cells requires that the gains go below
1.0. In both types of learning, however, it is essential that gains are restored
if the occurrence of a pattern or a repeated sequence does not occur. More
precisely, the inhibition from A to B must be reduced by the sequence A, B,
but strengthened by the sequence A, X. Similarly it must be reduced by the
simultaneous presentation of A and B but strengthened by the simultaneous
presentation of A and X. This requirement would be fulfilled if inhibitory
receptors tended to proliferate unless the cell membrane becomes excited while
the receptors still have inhibitory transmitter on their receptors.
One way in which the separation of high and low gain networks might be
achieved is to ensure that all inhibition between motor neurones is much greater
than 1.0 (but variable above a high value) while detector cells are able to eliminate any particular inhibitory input completely. The ability of motor neurones
to throw off inhibitory connections might be high in early development but be
lost later. In that way the learning mechanism suggested here might also be important in setting up the known inhibitory connections between motor neurones
in the spinal cord. Inappropriate connections made by random growth could be
eliminated by the coincidence of adjacent cells firing, and so being excited while
inhibitory transmitter is still on them.
Another problem faced by the theory is that, in many known nervous networks, the inhibitory connections from one cell all appear to diminish with distance from the cell. In the retina, for example, cells exert inhibition on nearby,
but not distant, cells and this is important in sharpening the response to edges.
In other networks too, the inhibitory field of a given cell appears limited, but
this may be the anatomical equivalent of small local telephone exchanges connected to each other by larger trunk routes. Certainly some cells receive up
to 10,000 connections which is enough to take part in many large and flexible
intra-compatible sets.
We are quite obviously a long way from any formal model embodying these
hypotheses, but they have already generated many questions about the way
parts of the nervous system might work, and there is enough circumstantial
evidence in support of these ideas to make them worth serious study.
In the first place, it is clear that inhibition plays a major part in the control
of patterns of motor activity, as already described.
Secondly, there has been a great deal of work on attention and perception
which has led writers to propose similar ideas, For example, Konorski (1967)
concentrated much on the role of inhibition in the nervous system. He further
proposed that gnostic units responding to significant features of the environment
were formed, and that these inhibited each other, although sets of them would be
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mutually compatible. He did not specify exactly how the inhibitory connections
were linked, or their gains, but he was clearly thinking along similar lines.
However, my detector cells are not equivalent to Konorsis gnostic units. The
latter are formed by the growth of excitatory connections during learning and
represent the highest level of a hierarchical analysis system. Perhaps his gnostic
units correspond roughly to subsets within my intracompatible sets, although
even there there are differences. The elements of gnostic units are linked by
excitation, my subsets by lack of inhibition.
It would certainly be a fruitful task to attempt to simulate the many observations in Konorski’s volume, but it is important to point out that the explanations based on the model brain would be quite different from those given
by Konorski. Many differences arise because he was not aware of all the possibilities of inhibitory networks, nor of the crucial differences between different
types of network (compare Figs. 3.2, 3.3, 3.5 and 3.6). So neither the similarities nor the differences between Konorskis ideas and the present model should
be exaggerated. Although his contribution was immense, his models were not
completely defined.
The papers of Shallice (1972), Walley and Weiden (1973) and Joseph et al.
(1979) form a series which explores the consequences of mutual inhibition in
increasing depth. Shallice proposed that only one action system can be strongly
activated at a time, but that others remain weakly activated. This implies inhibitory gains of less than 1.0, but one cannot be sure whether the connections
would be as in Fig. 3.2 or Fig. 3.6. Walley and Weiden (1973) used an unambiguous computer model to study the behaviour of low-gain networks as shown
in Fig. 3.2. They were interested in the way sets of gnostic units would inhibit
each other, assuming no inhibition within sets, and they simulated the dynamic
changes as two sets of equal, or unequal size were excited. They also simulated
the case where only one set was strongly excited (the other had a spontaneous
low level of excitation) and their most important result was that a set which had
previously been excited remained excitable for several seconds after the stimulus
was withdrawn.
These results suggest that activity in a set of gnostic units produces
after effects which can persist for a time which is comparable to
the duration of short-term memory. As long as this after-effect persists Set A would be more easily re-excited than Set B. It appears
that explanations of short-term memory need not rely solely on the
mechanism of reverberating circuits.
Walley and Weiden simulated only two sets inhibiting each other and they simplified their calculations by assuming that all of the inhibitory gains in any one
simulation were equal (0.2 in some simulations up to 0.45 in others). As a result
they overlooked the fact that variable gains between cells could determine both
temporal and spatial patterns, and that modifying the gains could produce a
means of learning temporal and spatial probabilities.
The evidence reviewed by Walley and Weiden is concerned mainly with the
phenomena of selective attention and cognitive masking. The latter being the
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way the performance of one task interferes to a greater or lesser extent with
the simultaneous performance of another. They review, in particular, the effect
of arousal on masking and point out that this could involve changes in the
inhibitory gains.
Joseph et al. (1979) took the theory a step further by showing that one
can postulate a general inhibitory system instead of the one-to-one connections I have discussed. As mentioned above, this appears to involve assuming
that all inhibitory gains are equal and their model does not therefore have a
rich capacity for storing temporal and spatial information. However, they were
principally concerned with the mechanism of selective attention, and also with
the observation that schizophrenia appears to involve the breakdown of exactly
that mechanism. If selective attention is due to inhibitory networks of the type
discussed here, then the breakdown could be due to the overstimulation of those
networks, so that the inhibitory gains fall too low to maintain unique interpretations characteristic of normal attention.
As a result the patient becomes aware of multiple interpretations of
stimuli and has difficulty in carrying out any activity since many
possible actions are equally potent. This deficit can account for
many of the symptoms of schizophrenia. For example, hallucinations
would be a consequence of becoming aware of possible, but unlikely
interpretations of real sounds. Such interpretations are made by
everyone but are normally inhibited from reaching awareness.
Agents stimulating dopamine release (e.g. increased arousal or amphetamine)
will increase the activity in the inhibitory networks, thus leading to their breakdown. Agents which block dopamine will allow recovery, but this will be slow in
spite of the fact that the sedative effect of the drug is immediate, because the recovery rate depends on the recovery of the inhibitory system. This accords well
with clinical observation, and the model links aspects of the chemical pathology
and the behavioural disorders which had previously been hard to explain.
Taken together, these examples do not establish that the mammalian brain
operates in the same way as the model brain portrayed in Fig. 3.7, but I claim
without reservation that understanding the behaviour of models like that shown
in Fig. 3.7 is an essential stage in understanding the organisation of real brains.
Among the many theoretical questions that we need to answer are the following.
1. How large can sets be, and how does size effect speed of response?
2. What arrangements are the most economical in number of connections?
3. Can the model proposed by Joseph et al. work with unequal gains?
4. What hybrid systems would work?
5. How much of the work described by Konorski can be simulated?
6. What happens if one tries to teach a model brain to use a language?
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7. Does the model brain really behave like Andreae’s PURR-PUSS.
8. Do Chomskys criticisms of Markov models of language apply to multiple
context models and intracompatible sets?
9. What other types of inhibitory network would work?

10. Is inhibition really better than excitation in such a model?
None of these questions are yet answerable, and they represent many man-years
of work, but they seem crucial to me. Notice, I have not included such questions
as, Does learning really modify inhibitory synapses? or Is the mechanism of
receptor-loss proposed here the most plausible suggestion? These are important
questions but answering them would not help us understand the workings of the
model brain, and I do not believe that they provide the key to understanding
mammalian brains. What we need to know is how information in the brain is
organised. As Oatley (1978) wrote
The problems of memory thus cease to be How does storage of information take place? but 1. How is knowledge of the world organised?
2. How does the knowledge inform the reconstructive processes, and
generate behaviour? 3. How is new knowledge incorporated into the
mental schemata? and 4. How do these structures themselves change
with the passage of time or the growth of understanding?
The speculation here began with a consideration of how responses are coordinated, which lead directly to an idea of how information might be organised
and recalled. In turn this lead to a view of the changes in the network which
would affect the output, and thence to an idea of how these changes might be
induced by repeated patterns of input. I can see no other way of approaching
the problem of learning. I cannot imagine how information is stored unless I
can imagine how it can be used, and I cannot imagine how it can be used by an
excitatory network but I can imagine how it might be done by disinhibition of
intracompatible sets.

3.7

Summary

The original model animal provides an explanation of singleness of action. Two
or more activities are prevented from occuring at the same time because inhibitory pathways run between the subsystems controlling each activity. The
inhibitory connections must run from the output of each subsystem to the input
of every other, and the gain in each pathway must be greater than 1.0. If these
conditions are not met then singleness of action is not guaranteed and in some
cases all outputs will be blocked simultaneously. Given these two conditions,
however, only one activity can occur at a time and transitions between activities
are fast.
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The switch mechanism shows hysteresis, in other words, the causal factors
required to maintain an activity, once started, are lower than those required to
start it.
Relative differences in the gains in inhibitory pathways affect the transition
probabilities and hence the sequence of activities. If the gains could be altered
by experience the sequence of activities would become modified by learning.
Complex activities are controlled, in the original model, by rather simple subsystems but simulations indicate that a much more sophisticated model could
be built on the same principles. Such a model brain could coordinate complex
patterns of muscular output, and might explain many features of pattern reconition and learning, possibly even the ability to learn languages. Since it works
on the same principles as the model animal, the model brains ability to couple
complex outputs with specific patterns of input suggests that the simplifying
assumptions behind the original model are not seriously misleading and that
it provides a useful if approximate way of simulating the interactions between
different activities. Such simulations are described in the next chapter.
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Chapter 4

Consequences of fatigue
Our idealised model can be extremely useful even if it never applies
exactly. . . It is more important that the idealised scheme, when it
does not apply, permits the discovery of assignable causes for the
discrepancies.
W. Feller, An introduction to probability theory and its applications.
1968.

4.1

Differences between satiation and fatigue —
reward and effort

Apart from the switch-mechanism, the most unusual feature of the model animal
is that each subsystem has a fatigue loop. Hence, all activities tend to be
self-terminating and an alternation of activities will occur even when none is
rewarded. The idea of fatigue was part of the model from the start and was not
new even then. McDougall (1903) and Reiss (1962) had proposed essentially the
same model to explain oscillations at the neurophysiological level. But fatigue
had unforseen implications in the context of animal behaviour.
Fatigue and satiation are very different processes. Among the most important differences is that satiation depends on reward rate, but fatigue depends
on effort. Hence, they can be separated experimentally.
A number of examples in the literature suggest that both types of loop are
often needed to explain observed behaviour. For example, McFarland and Lloyd
(1973) found that Barbary Doves switched from feeding to drinking and viceversa, and that the bout-length of each did not depend on the reward rate.
Doves ate more in a single bout when reward rate was high and less when it
was low. If the bout had been ended by a satiation loop they would have fed
for longest when reward rate was lowest. Ludlow (1980) showed that these
observations could be simulated by the present model because its fatigue loop
terminated feeding after a given effort, not a given reward.
55

56

CHAPTER 4. CONSEQUENCES OF FATIGUE

When simulating experiments on rat feeding and drinking, by Fitzsimons and
LeMagnen (1969), the model animal ate the same volume of food in a meal on
both rich and standard diets. Thus, it was not measuring calory content of the
meal (satiation) although the calory content affected the interval between meals
(Ludlow, 1982). The simulations agreed with rat behaviour astonishingly well
This is by no means conclusive evidence of a fatigue loop because it is possible
that the rats measured the volume directly. The model animal had no stretch
receptors signalling meal size. Instead it measured the effort spent in each meal
and, under ad lib feeding conditions, effort and volume were equivalent. This
is one of many cases where quite different mechanisms can produce the same
observed behaviour, and in such cases we need to perform specific experiments to
distinguish between and measure the relative contributions of each mechanism.
I suspect that the vast amount of work on reinforcement schedules may provide a
rich ground for simulations which will test the model’s fatigue loop and, perhaps,
challenge current explanations.
Very many animals show brief interruptions of an activity which, one imagines, still has a high priority. For example, a hungry rat does not eat uninterruptedly for the whole meal. Instead, it stops briefly and cleans its whiskers or
engages in some other activity. This type of alternation, between apparently
high and low priority activities, has been studied in great detail and in various
species by McFarland and his colleagues (McFarland and Lloyd, 1973; McFarland, 1974; Sibly and McCleery, 1976; Larkin and D., 1978; Cohen and McFarland, 1979). They have used the term time-sharing to describe the alternation
between a high priority (dominant) activity which appears to permit a low priority (subdominant) activity to occur, but only for a brief time. For example,
an individual which is known to be hungry may interrupt feeding and perform
some lower priority activity, say drinking. But the interruptions are brief and
feeding is always resumed after such natural interruptions. If both activities
were prevented for a time as soon as the individual stopped feeding, however,
it might subsequently resume either feeding or the low-priority drinking. The
choice depended on the length of the forced interruption. If both activities were
prevented for a short time (shorter than the natural drinking bout) then the
individual would usually resume drinking, but if the interruptions were longer
than the normal drinking bout, then the animal would always resume feeding.
The opportunity for drinking had passed, and feeding had now withdrawn its
permission of drinking. Thus, it appeared that the dominant activity was permitting the subdominant to occur during a brief window. Such sophisticated
allocation of time seemed quite beyond the model animals simple mechanism,
hence the attempt to simulate time-sharing looked like a severe test of the
model. When put to the test, however, it passed. It interrupted feeding when
hungry, but drinking was permitted for only a short time, and it showed other
diagnostic features of time-sharing. The explanation turned out to be simple
(Fig 4.1). The feeding fatigue-loop caused feeding to give way to drinking, but
during an uninterrupted drinking bout the feeding fatigue-loop recovered and
feeding was resumed (Fig 4.1 a). If both activities were prevented, however, as
soon as feeding gave way to drinking, then a long interruption would allow time
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for the feeding fatigue loop to recover while a short interruption did not (Fig.4.l
b). If feeding was interrupted immediately after a drinking bout (Fig. 4.l b)
then feeding was resumed, however long the interruption. Hence, feeding was
resumed after a long interruption but not after a short one (see Ludlow, 1980,
for a full description of the simulations). There is nothing special about fatigue
in this case; any short-term decay will do, and Houston (1982) was moved by the
simulation results to review the whole subject of time-sharing. He realised that
it could occur under very general conditions. Thus, the model animal demonstrated a simple explanation of time-sharing (or masking in Houston’s refined
terminology) but this, in turn has been recognised as only one among a related
group of explanations.
McFarland (1971) suggested that time-sharing and displacement activities
were closely related and I personally suspect that displacement activities are
often due to the action of short-term loops which serve to ensure that animals
do not get stuck in one activity. A characteristic of displacement activities is
that strongly stimulated activities are interrupted by others which appear to
be less strongly stimulated. In the alternation of feeding and drinking, such
interruptions seem appropriate, but during a conflict they seem bizarre. When
simulating the Barbary Dove behaviour I often observed song (which was weakly
stimulated) at a time when the model was both hungry and thirsty. It occurred
because the feeding and drinking subsystems had fatigued as they alternated,
until one did not have time to recover before the other had also fatigued so disinhibiting song. The parallel with displacement activities in a conflict situation
was striking. As McFarland (1974) has said, however:
It is difficult to believe that widespread disinhibition, acting as a
license for a variety of undisciplined activities, can provide a satisfactory means of organising behaviour.
We must assume that selection has determined which of the many possible activities may occur in any particular situation, as indeed it must have, because many
displacement activities serve a signal function and are performed with equally
bizarre precision by different individuals of the same species. As pointed out
in an earlier section, it is only necessary to reduce the gain in the appropriate
inhibitory pathway to determine which activity will normally interrupt an alternation between two conflicting ones. It is worth adding, here, that the function
of some displacement activities may have less to do with their own performance
and more to do with terminating an otherwise dangerous course, as in fighting.
These examples do not corroborate any details of the model’s fatigue loop,
but they do suggest that successful simulation of behaviour must often include
both long and short-term loops and, in some cases, both reward and effort
loops. The advantages of simulating such behaviour is that one can compare
different types of effort loop. For example, in the simulations of Barbary Dove
behaviour mentioned above, there were significant details which suggested that
the present fatigue loop is wrong in detail, even if some effort loop is required to
explain the behaviour. As a result of these discrepancies, I have sketched out a
family of models having different fatigue loops. Differences of behaviour within
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Figure 4.1: The mechanism of time-sharing in the model animal. (For explanation see text
.
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this family should help to design experiments which might distinguish between
them.
A more subtle difference between satiation and fatigue loops is revealed when
we consider the control of bout length. On a satiation model one would expect
a rat to eat for longer after a long period of food deprivation, and as a generalisation one might conclude that long bouts indicated high feeding intensity.
Wiepkema (1968) used exactly this assumption when interpreting the length of
feeding bouts that make up a meal. In some mice he found that the early bouts
of feeding were short, these were followed by longer bouts, and then as satiation
occurred the bouts became shorter again. Assuming that bout length must be
correlated with feeding intensity, he argued that feeding intensity was at first
low, but that positive feedback from oral factors increased the feeding intensity,
producing longer bouts. While oral factors undoubtedly can have a positive
effect on feeding in humans, and presumably in mice, this is not a necessary
interpretation of Wiepkema’s data.
Employing the idea of fatigue leads to rather different conclusions. The
faster you run the quicker you tire and the sooner you have to stop. Thus, high
intensities and short bouts might be expected on a fatigue model. However, it
is slightly more complex than that because high intensity activities have further
to fall before giving way to others (see Fig.4.2).
Figure 4.2 a shows the fatigue of feeding after differing periods of food deprivation (one unit represents one percent of normal daily food needs). Although feeding intensity is higher after prolonged deprivation, the curve falls
more steeply and, if the stop threshold were 40 units, the bout length would
be 6 seconds (compared with 11 seconds after a short deprivation period). On
the otherhand the relative bout lengths would be reversed if the stop thresholds
stood at 80 units. Figure 4.3 shows the situation more clearly, the upper line
shows the relationship between bout length and feeding factors when the feeding
stop threshold is 20 units. The remaining curves show the same relationship
when the feeding stop thresholds are 30, 40, 50 and 60 units respectively it is
quite clear that, all other things being equal, the feeding bouts may be short
when feeding factors are high.
The curves in Figs 4.2 a and 4.3 are based on the assumption that the
satiation loop has little effect during the brief bouts that go to make up a meal.
Over a whole meal, however, we may expect some change in the satiation loop,
so that feeding factors decline as eating proceeds. This is equivalent to moving
from right to left along one of the curves in Fig. 4.3. Following any of these
curves from right to left (declining feeding factors) indicates that early feeding
bouts may be short. These will he followed by longer bouts which are in turn
succeded by shorter ones as satiation is reached. Thus, Wiepkema’s observation
that mice begin meals with short feeding bouts can be explained without relying
on positive feedback from oral receptors. Such positive feedback may very well
occur, and it may well influence the bout length of feeding (although that is
a separate issue) but more direct experiments are required before its effect on
bout length is demonstrated.
Hinde (1958) also based much of his argument on this assumption, pointing
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Figure 4.2: Comparison of (a) a fatigue process and (b) a satiation process.
When feeding factors are high after long deprivation (upper curve) the fatigue
process (a) decays rapidly, and the feeding bout may be short. With a satiation
process (b) long deprivation always leads to longer meals.
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out that high intensity nest-building was characterised by short bouts of carrying, weaving etc. Since bout length and other measures did not correlate, he
argued that a simple drive theory could not explain the results. He has repeated
this fallacy more recently (Hinde, 1982). One has only to think of alternating
movements like walking, swimming and flying, where high intensities are always
due to short bouts and more rapid alternation, to realise that high intensities coupled with short bouts are probably the rule rather than the exception.
Against the background of Hinde’s assumption that simple drive theories predict a correlation between most measures of behaviour, Ludlow (1976) contains
a discussion of the relationship between various measures, showing that he was
wrong to expect such simple correlations. Much of my argument in that paper
turns on the conclusion that high intensity can lead to short bouts (as shown
in Fig. 4.3).

4.2

Interactions between feeding and drinking

Ludlow (1982) describes some quantitative simulations of rat feeding and drinking. The main experiments explained were by Fitzsimons and LeMagnen (1969)
who claimed to have shown that rats anticipate the dehydrating effects of each
meal, and drink a corresponding amount of water so that the dehydration never
occurs. Their evidence for such anticipatory drinking was that meal size was
correlated with water drunk with each meal, and furthermore, that a change
from a high carbohydrate to a high protein diet was followed by a period in
which the rats drank more between meals. They interpreted this as evidence
that rats had to learn the dehydrating effects of the new diet. In the model
animal, however, one would expect a passive1 correlation between meal size and
water drunk, because varying competition from other activities would increase
or decrease both together. Furthermore, the model animal did not need a learning period to adjust to the new diet (it was in any case incapable of learning).
Instead, the model adjusted to the new diet within 24 hours. However, when a
novelty effect was simulated so that the model took larger meals and ate substantially more of the new diet during the first two days, it behaved very much
as real rats did. The larger meals were more widely spaced, hence it drank more
between meals to satisfy its increased need for water. As the novelty effect wore
off the model adjusted to the new diet and, although it was incapable of learning, it looked for all the world as if it was learning about the dehydrating effects
of the new diet. The real rats also showed a novelty effect, eating more of the
new diet in the first two days. Hence, Fitzsimons’ and LeMagnen’s argument
cannot be considered compelling, although their conclusions may be right.
In the simulations mentioned above, the feeding and drinking subsystems
have embodied very simple satiation loops, and these take no account of known
physiology, as do the drinking model proposed by Toates and Oatley (1970)
or the feeding model by Booth et al. (1976). In a sense, their feedback loops
1 The word ‘passive’ is used here to indicate that the correlation occurs without the model
actively adjusting its drink size to allow for the size of the preceding meal.
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Figure 4.3: Relationship between feeding bout length and direct factors for
feeding. Stop threshold for feeding varies from 20 units (upper curve) to 60
units (lowest curve). Strong competition (high stop threshold) shortens feeding
bouts, but high direct factors for feeding can also shorten feeding bout length.
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are all outside the nervous system; they assume that rats measure intra- and
extracellular fluid volume, or energy flow rate, and drink or eat accordingly.
The models explain how fluid volumes or energy flow rates change with time
under different experimental conditions. Discrepancies between the model and
real rats can then be due to two causes. Either the model makes the wrong
predictions ahout fluid volume or energy flow, or real rats are measuring and
responding to other factors. Since the physiology of fluid volume and energy flow
are fairly well understood, the observed discrepancies between rat and model
can usually be pinned on the behaviour, or more precisely, on the very simple
behavioural assumptions built into the two models. In discussing the drinking
model, Toates (1979a) suggested that many discrepancies between his model
and real rats were due to the rats learning about the availability of water.
However, both drinking and feeding models make the oversimple behavioural
assumption that there are static start and stop thresholds for each activity. I
believe that many of the discrepancies between real rats and the feeding and
drinking models are due to the fixed thresholds of the two models. In both
models the fixed threshold mechanisms were built in, as ad hoc assumptions, to
explain experimental observations of hysteresis in feeding and drinking.
The model animal differs in several respects. Its thresholds are dynamic, and
what is more, the start threshold for each activity depends on which activity
is being performed. For example, the success of the simulations of rat feeding
and drinking behaviour (Ludlow, 1982) was due partly to the fact that feeding
in the model animal tended to lead to drinking. During starvation, however,
food searching behaviour reduced drinking by fierce competition. This paradoxical effect was because the inhibitory gains were set so that the drinking start
threshold was relatively low when the model was feeding, hence drinking was
more likely than other activities to follow feeding or food-searching. But, as
starvation progressed, the mean start threshold for drinking became progressively higher because food-searching behaviour became more intensely excited.
To simulate the known link between feeding and drinking with either of the two
specialist models one might postulate a cue in the feeding situation which stimulated drinking. Or, as Fitzsimons and LeMagnen argued, the rat may measure
and learn the dehydrating effects of each diet. In the model animal, however,
an appropriate setting of one parameter, the gain in the inhibitory pathway
from feeding to drinking, caused the model to compensate in advance for the
dehydrating effects of its meals and exhibit the behaviour shown by starving
rats.
Thus, the model animal is weak on fluid and energy physiology, while the
specialist feeding and drinking models are weak on behavioural assumptions.
As a result of these differences they must be extended in quite different ways in
the face of new behavioural problems, such as anticipatory drinking. Such comparisons are illuminating because one sees how much an apparently compelling
extension of each model depends on the preconceptions already built into it. In
addition, the two types of model, together, generate alternative explanations
whereas alone they would each advance a single candidate which might be accepted uncritically. For example, Toates (1979b) has argued that reduced water
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intake during starvation is due to reduced water needs, as tissues are broken
down: the rat gets smaller and small rats need less water. Such an explanation
would never have been suggested by examination of the model animal. A similar case was provided by the idea that bout lengths must be correlated with
intensity, which follows naturally from ideas about satiation. It was accepted
uncritically because there seemed to be no alternative, although it is now clear
that fatigue provides one.
In the long run we must combine the dynamic thresholds of the model animal with the specialist feeding and drinking models. It would be particularly
instructive to see which bits of one are made redundant by properties of the
other. However, I personally find it illuminating to compare many simple models which fail for different reasons. There is a danger that any grand model would
have too many ways of explaining the same problem and be too complicated
for any of us to understand. I therefore make no apology for the oversimple
feedback loops in the model animal, nor would I ask Toates, Oatley, Booth and
Platt to change their threshold mechanisms. An unbiased comparison of models
seems to be the most fruitful way ahead, and when different explanations of the
same phenomenon are found they will often be compatible, not mutually exclusive. Hence, our experiments will have to measure the relative contribution of
each mechanism or effect.

4.3

Discussion and Summary

The model animal has generated numerous questions and I hope that the account given above shows that the exercise of modelling has borne fruits which
will last long after the original model is superseded. In otherwords, the hypotheses may prove wrong but the working version has produced lessons and raised
questions which might otherwise have been overlooked. The principal lesson is
that arguments must be made quantitative at an early stage. For example, the
first version of the model animal was a drawing without numbers (Fig. 3.1).
The drawing turned out to be incomplete precisely because the numbers were
missing. I had drawn the diagram to explain how aphids avoided probing and
walking at the same time, when factors exciting both were present. As Fig. 3.2
shows, the original incomplete hypothesis did not explain the observations because the two activities can occur at the same time if the gains in the inhibitory
pathways are less than 1.0. van Iersel and Bol (1958) published an even less
complete diagram when explaining displacement activities. They not only left
out the numbers, but they did not specify whether the inhibitory connections
are supposed to run from the output of one centre to the input of another (like
Fig.3.3) or from output to output (like Fig.3.5). Since this is undefined, their
hypothesis is undefined, hence no predictions can be made from it, not even the
target prediction that displacement activities will occur in conflict situations.
Quite apart from the specific questions about the disinhibition hypothesis,
one of the most important questions raised by this example is: how many other
well known hypotheses are undefined? It may be unfair to pick on van lersel
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and Bol in this way because they wrote at a time when the dangers of verbal
argument were not fully appreciated, and when simulation techniques were not
available. But that is all the more reason to suppose that the literature contains
a legacy of undefined hypotheses which may or may not explain the observations
for which they were proposed.
Undefined hypotheses are untested in two senses. Firstly, they have not been
tested to see whether they actually explain the observations for which they
were proposed, and even when they do they may imply special assumptions,
or assumptions which conflict with each other. For example, the disinhihition
hypothesis appeared disarmingly simple, but it turns out that a working version may be unattractively complex because it involves conflicting assumptions.
Thus, if we regard hypothesis testing as the essence of the scientific method, it
seems to me that modelling is an obligation which we can only avoid by leaving
our hypotheses inadequately tested. In the early days, proponents of modelling
were perhaps wrong-footed because they appeared to be defending particular
models. The conventional wisdom was that a model was just another hypothesis
or, worse, a misleadingly oversimple hypothesis. While models often have to be
oversimple (we cannot run before we can walk) it is now clear that behaviour
is far too complicated to be thought about without the help of models. This is
illustrated by Fig. 4.4 which is intended to summarise the logical connections
between the assumptions and properties of the model animal. As explained in
Chapter 2, the model employs four ideas:
1. Each activity is influenced by a number of causal factors,
2. Some of these factors are reduced by the effectiveness of the activity (feeding, reduces hunger),
3. Other factors are reduced by the effort spent in each activity,
4. The activities are prevented from occurring at the same time by a switch
mechanism which involves competition between activities.
This seems to me to be the minimum kit for explaining behaviour, but the full
implications of even these minimal ideas is not clear at first sight (Fig. 4.4).
Thus, the model has been useful as a thought tool, and in challenging ideas
and assumptions, but the credibility of the underlying hypotheses must be examined. It is quite obvious that the inhibitors connections postulated are a mere
shadow of those known to take part in the organisation of individual activities,
such as feeding in gastropods (Benjamin and Rose, 1980). Even if the principles
turn out to be similar, the details are so different that there is little point in
doing a neurophysiological test of the model animal’s switch mechanism. On
the other hand, at the behavioural level of analysis, the switch mechanism is an
advance on the fixed thresholds of some models. The latter would not predict
a passive correlation between meal size and water drunk, as the model animal
does.
The model animal is also astonishingly simple. Figure 4.4 is an attempt
to show this simplicity by showing the logical connections between the basic

66

CHAPTER 4. CONSEQUENCES OF FATIGUE

Figure 4.4: Summary of the assumptions and predictions of the model animal.
Statements enclosed in boxes are assumptions. The arows and remaining statements indicate the implications of those assumptions.
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assumptions and the models explanations/predictions. Thus, the fixed start
and stop thresholds in the model of Toates and Oatley (1970) were proposed to
explain hysteresis, whereas that falls out of the model animal as a consequence
of the inhibition required to prevent activities from occurring at the same time.
It is robust, the gains in the inhibitory pathways must be greater than 1.0.
but the precise value is not critical. This makes the model more plausible because the values of the gains would not have to be specified with great accuracy
in the course of development, nor would they have to he maintained with great
accuracy.
The switch mechanism appears, for the moment, to be unique in that I have
come across no other model which explains how incompatible activities are prevented from occurring at the same time, and I can see no way of solving this
problem without inhibition. Joseph et al. (1979) have suggested that the numerous inhibitory pathways running from each subsystem to every other could
be replaced by a system of general inhibition to which each subsystem contributes, and from which each receives inhibition. While reducing the number
of connections, this also reduces the flexibility of the system. In particular it
would be harder to arrange that drinking follows feeding in their model. Their
simplified model might also be much less robust, as the transactions with a general inhibitory system would have to he very precise to avoid two subsystems
being permitted at the same time. Nevertheless, I personally suspect that real
nervous systems may employ a hybrid network including general inhibition as
well as some one-to-one links.
The fatigue loop is far from unique because there are numerous processes
which would substitute for it, although some effort-loop is necessary to simulate
the behaviour of Barbary Doves which switch from feeding to another activity
after a given effort rather than a given reward (McFarland and Lloyd, 1973).
The Fitzsimons and LeMagnen (1969) data on rats are less conclusive; meal
size on different diets did not depend on calories consumed, but volume eaten.
Their rats could have been measuring volume per se or effort. It is likely that
different species have a number of different long- and short-term loops, and the
model’s usefulness in this area is confined to showing the interactions of two
loops with substantially different time-constants.
When one tries to assess the model’s predictive value it is impossible to
derive one prediction which tests the whole model. The simulation of timesharing looked to be such a general test because it depended on hysteresis and
both long- and short-term loops, but it is now clear that other models will
explain time-sharing at least as simply. One can derive predictions which test
different parts of the model separately. For example, it is in principle possible to
measure the inhibitory gains. Moreover, every simulation is a test of the model
and the literature on animal behaviour is so vast that many of the most testing
experiments have already been done. Thus, there are numerous ways of testing
the model animal and these are being pursued.
In conclusion, the model animal provides a convenient way of calculating
the effects of competition between activities, given very simple assumptions.
It has already demonstrated that these interactions are more complex than
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earlier authors have sometimes appreciated, and it has challenged the rigour of
some widely propogated arguments. It has raised numerous questions and by
its existence has made alternative possibilities clearer. Competition between
these alternative hypotheses should provide further insights into the control of
behaviour, and we may reasonably hope that the model animal will lead us
nearer to the truth, or at the very least, keep us from some serious errors.

Chapter 5

Mechanisms of Moth
Orientation
Why, sometimes I’ve believed as many as six impossible things before
breakfast.
Lewis Carroll, Through the Looking Glass
The subject matter of this chapter is very different from the material in the rest
of the volume, and it illustrates a different aspect of modelling. The previous
chapters have described the rich consequences of a simple theory (Fig. 4.4).
The present chapter is largely a survey of impossibilities, many of which appear
plausible until closely examined. Moth orientation is a subject where pitfalls are
more extensive than safe ground, and where each new worker seems to propose,
with confidence, the same series of impossible solutions. There can be no field
of biology where modelling is more necessary and few where it is more difficult.
Before discussing the physiological mechanisms underlying moth orientation
I shall review the curent ideas of the strategy that male moths employ when
locating a pheromone-emitting female.

5.1

How does a male moth find a female emitting sex-pheromone—current views

For over a century it has been known that males of some moth species will
assemble around an empty box which had previously contained a female of the
same species. The obvious conclusion was drawn that the males were attracted
to scent left by the female. But understanding progressed little over the subsequent decades. Now, at last, we have a theory which is essentially complete,
and has been extensively tested in both wind tunnels and the field. As humans
who rely so little on a sense of smell, we seem to be congenitally ignorant of
the movement of odours in a wind and hence blind to the simplicity, accuracy
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Figure 5.1: Segments of tracks of smoke puffs recorded within a 10-min period.
Grid markers 5 m apart. (From David et al., 1982)

and efficiency of the mechanisms. I shall therefore review the findings with the
benefit of hindsight, beginning with information which would have changed our
approach if we had gleaned it earlier. Information which is rapidly learned by
every hunting dog but which humans have only recently discovered.
The key to it all is that air-borne scents travel in straight lines and that
any animal which fixes the wind direction at the instant it detects an odour
will very probahly have fixed the direction of the odour source. This result,
first communicated to biologists by a meteorologist (Dr. F.B. Smith) and to
us by Dr. Clive Wall, seemed quite unbelievable but was rapidly confirmed by
experiment (David et al., 1982). Figure 5.1 (taken from that paper) shows the
tracks of individual parcels of smoke moving over open ground. Over the first
fifteen metres, at least, the wind direction at any point where smoke was present
was highly correlated with the source direction. Thus a moth (or any animal)
has only to locate the wind direction at the moment it detects an odour to
fix the direction of the odour source. The wind direction at that moment will
occasionally be misleading, but errors of more than a few degrees should be very
rare.
Fixing the source direction, however, is not enough to fix the position of an
unseen source because the distance remains unknown. If the odour formed a
continuous field there would be little problem. The moth could simply fly up
the appropriate direction until it passed the source, at which point it would
suddenly cease detecting odour. A few moments observation of the smoke from
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a cigarette or bonfire will show that, in practice, odours are carried in discontinuous parcels and whisps, so the moth (or any other animal) would detect a
series of discrete bursts of odour and there is probably no way of telling whether
a gap in stimulation is an interruption of the plume or whether the moth has
flown past the source. It should come as no surprise, therefore, to find that
the moth’s response to odour loss is well adapted to both contingencies. What
moths, of several species, do when odour is removed or lost is to cast from side
to side across the wind with increasing amplitude, often losing a little ground
against the wind (Marsh et al., 1978, 1981). This is obviously a good strategy if
the moth has overshot the female because it will bring the male back downwind
a little, and in casting he covers a wide area.
It is also a good strategy if the gap is an interruption in the plume, because
the cross-wind casting prevents upwind movements which lead the moth to overshoot. Furthermore, many interruptions to the moth’s pheromone stimulation
will be due to a change in wind direction, which means that the pheromone
often can be found again if the moth searches across wind in both directions.
Until recently we thought that these were the only advantages, but David et al.
(1983) have found that long casts often bring the moth back into the odour
closer to the source than when the pheromone was lost. In a field study, we
released pheromone and bubbles together, and filmed male gypsy moths (Lymantria dispar, L.) approaching the source. Fig. 5.2 (taken from that paper)
shows a number of tracks. Sections drawn with thick lines show when the moth
was among bubbles and probably receiving pheromone. The remaining sections
were filmed when the moth was away from bubbles and almost certainly without pheromone. One sees at once how accurately the moths moved towards the
source when they were among bubbles. When the moth lost contact with the
bubbles (and pheromone) this was usually due to a change in wind direction. By
casting across the new wind direction, the moth was casting alternately nearer
and further from the source. But because of simple geometry it was the casts
in the direction of the plume which brought these moths closer to the source,
Thus, the plume was always found on those casts which were nearer to the
source, and a substantial proportion of the progress made towards the source
by some moths was made when they were casting.
At the very closest range, visual cues will also play a part but Figs. 5.1 and
5.2 show how effective is the combined strategy of flying upwind when stimulated
by odour and casting across wind on losing it. However, we need to consider
two complications. What happens during a lull in the wind, and what happens
when there are thousands of females so that the whole air is full of their scent?
Recently Baker and Kuenen (1982) showed that when they stopped the wind
in a wind tunnel, their oriental fruit moths (Grapholitha molesta) continued up
the plume. However if they removed the odour first, the moths started casting
across the wind and continued casting in the same way when the wind was
stopped. Finally, when Baker and Kuenen withdrew the odour source just
before stopping the wind, they created a hanging plume which did not reach all
the way up the tunnel. In such cases, the moths continued up the plume until
they passed out of the end of the plume and started to cast from side to side
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Figure 5.2: Selected tracks of male gypsy moths approaching a source of both
sex pheromoe and bubbles (Star). Thick line, track apparently among bubbles,
with associated wind direction (solid arrows). Thin line, track when away from
bubbles, with asssociated wind direction (open arrows). a, progress towards
source mainly by upwind flight among bubbles and pheromone (duration of
track 50 s, wind speed when moth among bubbles 0.8–2.0 m s−1 ; b, progress
towards source mainly during cross-wind casting away from bubbles (time marks
0.5 s, windspeed when moth among bubbles 1–3 m s−1 ; c, portion of track 12
m from source showing change of direction with change of wind direction (wind
speed when moth among bubbles 1.7 m s−1 ). (From David et al., 1983)
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across the former wind direction. These results have since been confirmed by
David and Kennedy (pers. comm.) using gypsy moths. If the same behaviour
occurs in the field, then we may expect moths to continue in the former direction
during a lull provided there is pheromone all the way. As soon as they pass out
of pheromone they will cast from side to side. This again makes excellent sense
because, as Fig. 5.1 shows, the former upwind direction is a good indicator of
the source direction, but flying on without pheromone would incurr the risk of
overshooting the source.
Now suppose that there are thousands of females upwind. The air will be
full of pheromone, and males which flew upwind would fly on and on, passing
hundreds of calling females, and wasting both time and effort. But that is not
what happens. In a wind tunnel study we (Kennedy et al., 1980, 1981) showed
with Adoxophyes orana that a moth which was casting after losing a pheromone
plume did not fly continuously upwind when enveloped in a cloud of uniformly
distributed pheromone. It might make a brief surge in the first three seconds of
stimulation, but the main effect of the uniform cloud was to narrow the amplitude of the casts dramatically, the moth oscillated from side to side making no
headway. However, if a single source was added to create a plume, superimposed
on the pheromone background, then the moths could find it. The single source
caused fluctuations in pheromone concentration (though these never fell to zero
because of the pheromone background) and the sudden increases in pheromone
seemed to be needed to stimulate upwind flight. The uniform pheromone-cloud
did not stimulate upwind flight, even when the concentration was higher than
the average in a typical plume.
If we can apply this result to the field, it probably means that a male has
little difficulty finding a nearby female among thousands, because it is only
stimulated to fly upwind by the sudden rises in pheromone concentration which
are caused by the nearby female. Hence it will waste little time on more distant
ones whose pheromone has been mixed into a uniform cloud. This finding has
implications for the way we attempt to control moth pests using pheromone.
Blanketting the whole area with uniform pheromone has not been particularly
effective (R.J., 1982) presumably because it is a situation the moths are adapted
to overcome. Discrete, well scattered sources, would seem to offer more chance
of success. These observations on Adoxophyes orana have since been confirmed
by Kennedy and David (pers comm.) with gypsy moths.
Up to now we have been discussing what moths do and how that helps them
to get to a source. Later we shall he looking in more detail at the underlying mechanisms but while still on this level of analysis, let me summarise the
above remarks and consider alternative theories. Figures 5.1 and 5.2 show that
flying upwind when a moth detects pheromone, and casting across wind when
pheromone is lost, is a good strategy. If there is a lull in the wind, the same
strategy can be employed provided that the former wind direction can be remembered. Finally, the strategy is well adapted to large populations if it is only
an increase in pheromone concentration which stimulates upwind flight. This
body of ideas has become known as the theory of odour-modulated anemotaxis
because the odour concentration modulates the response to the wind direction
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(or the former wind direction during a lull). The experimental basis of the theory is due in very large part to J. S. Kennedy and his co-workers and a historical
perspective can be gained by reading the following papers: Wright (1958); Kellogg et al. (1962); Kennedy and Marsh (1974); Marsh et al. (1978, 1981); Cardé
and Hagaman (1979); Kennedy et al. (1980, 1981); Baker and Kuenen (1982);
David et al. (1982, 1983). Although the theory is now well established, there
are and have been alternatives which must be considered.
Laithwaite (1960) and Callahan (1977) have proposed that pheromone molecules
radiate in the far infra-red and that the antennae of some moth species are
adapted to detect such wavelengths. As a result, the moths can see the plume
and perhaps the emitting source. However, in a wind tunnel it is possible to
move the floor pattern downwind faster than the windspeed. If that is done the
wind should appear to a moth to be blowing up instead of down the tunnel. If
moths were able to see the plume and its source they should not be confused,
but they are. Kennedy and Marsh (1974, footnote 5) did exactly this and found
that Plodia interpunctella males flew down the tunnel away from the female.
This was also the first direct proof that moths were responding to apparent
wind-direction, as the anemotactic theory demands; Kellogg et al. (1962) had
previously demonstrated anemotaxis in Drosophila flying in a wind tunnel.
By far the strongest alternative is the theory that moths turn towards high
pheromone concentration and away from low concentrations, that is, simple
chemotaxis. I suspect that this idea has so much appeal because it is the way in
which humans trace an odour source and therefore the only way they can imagine
anything else doing it. Indeed. Laithwaite (1960) argues that this is how dogs
respond to odours, but the Setters and Pointers refute him at once. They have
been bred for over 250 years precisely because they are able to indicate the
direction of game at a distance. Moreover, there are serious objections to the
chemotactic theory. Plumes are discontinuous (just look at the way smoke leaves
a cigarette). Any moth which turned towards the highest concentration would
soon become trapped in an isolated cloud of pheromone drifting downwind away
from the female. In otherwords, the chemotactic gradients simply do not lead
to the female.
Nevertheless, there is a feature of moth behaviour which looks very like
chemotaxis. Many species move up a plume in zigzags, as if they were turning
back into the plume at its edges. i.e. turning back to the highest concentration.
However, this interpretation does not bear with the facts. Cardé and Hagaman
(1979) showed that increasing the concentration at the source reduced the amplitude of zigzags. On the chemotactic theory, the high concentration should
have led to a wider plume and wider zigzags. Later we showed that uniform
pheromone reduced the amplitude of cross-wind movements (Kennedy et al.,
1980, 1981). In our case the moths could not have been turning back at the
edges because there were no edges. The uniform pheromone-cloud filled the
tunnel, and the presence of pheromone caused more frequent turns than occurred when it was withdrawn. When we did introduce a clearly defined edge,
we found that the probability of turning was reduced when the moth flew out
of the pheromone. On the chemotactic theory the probability of turning should
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have increased when the moths flew out of the pheromone.
The simplest explanation of our data is that the side to side movements,
common to casting and zigzagging, form a continuum, There seems to be an
oscillator which commands left and right turns at somewhat irregular intervals.
When pheromone is present, the period of the oscillator is reduced and narrow
zigzagging or narrow cross-wind movements occur. When the pheromone stimulus is lost, the period rises leading to long casts to one side and the other. As a
result the moth searches widely when pheromone is lost and moves across wind
very little when it is present.
Thus, the strategy of turning towards the highest concentration would not
work in an interrupted plume because the gradients lead nowhere. Moreover,
the wind tunnel experiments suggest that the moths do the opposite, having an
oscillator which causes fewer turns on leaving the pheromone. This strategy will
tend to keep them within a plume when pheromone is present (because large
sideways movements are inhibited) but will allow them to scan widely when
pheromone is lost. The opposite strategy, of turning back into the plume, would
work if plumes were well behaved and remained in one place for long periods,
but they do not. We tend to assume that moths loose pheromone because they
fly out of plumes which remain where they are. In that case turning back into
the plume would pay, but most losses of plume are probably due to the plume
moving more than the moth, and turning back to where the plume was would
be, quite simply, irrelevant. Long casting (i.e. fewer turns when pheromone
has been lost) would appear to be adapted to the real problem, rather than
the problem we have imagined for the moths. Chemotaxis is a solution to the
imaginary problem. Of course, the best strategy will depend on the insect’s
speed. Fast flight makes fast searching and sudden arrestment a viable strategy.
Walking insects, on the otherhand, may do better by averaging odours over time
and using a slow form of chemotaxis together with anemotaxis.
Why moths should zigzag, rather than fly straight upwind in a plume is
not, however, clear. We argued (Marsh et al., 1978) that even in a plume the
moths were alternatively receiving and losing pheromone. Hence, the zigzags
represented alternate upwind and casting movements. However, with Adoxophyes orana, small amplitude cross-wind movements occurred, when we know
that they were receiving pheromone all the time (Kennedy et al., 1980, 1981).
Baker (pers. comm.) has suggested that some cross-wind movement is necessary
to confirm the upwind direction. It is interesting to note that Drosophila do
not zigzag when flying upwind to banana odour (David, pers. comm.). Perhaps
zigzagging behaviour is adapted to the size of the target. Drosophila, trying to
find a banana tree, and a moth, trying to find the closest female among thousands, have very different problems. Differences in their behaviour, doubtless,
reflect the situations to which they are adapted.
For the remainder of the chapter we shall consider how moths identify the
upwind direction, and how they maintain an angle of about 90◦ to the wind
when casting in different windspeeds. We shall also keep in mind that Baker
and Kuenen (1982) have shown that moths can persist up, or cast across, the
former wind direction after the wind has stopped. However, gypsy moths cannot
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fly up, or cast across, a plume unless they have previously experienced wind and
pheromone together (David and Kennedy, pers. comm.).

5.2

How does a moth turn upwind?

For an animal on the ground, the problem of locating the upwind direction
is simple. Humans use a wet finger and I suspect, as Schwinck (1958) suggested, that dogs and wild beasts use their wet noses. Wet noses are common
throughout the mammalia, occurring among marsupials, the insectivora, rodentia, ungulata, carnivora and fruit bats. No really satisfactory explanation for
them has been given. whiskers too will indicate wind direction and, whatever
their original function, it seems inevitable that mammals will have learned to
use whiskers and wet noses to fix the direction of odour sources. Sight and smell
and wind direction must often be coupled, allowing numerous opportunities for
association. In this context, it is worth noting that young pointers begin by
pointing novel visual objects, but may take over a year before they point game
by scent alone. While experiments are needed to confirm these suggestions, it
seems likely that we have grossly underestimated the information available to
most mammals through their noses and their unappreciated abilities may have
prejudiced some experimental designs.
For an insect on the ground, the antennae and numerous hairs can provide
information about wind direction (Linsenmair, 1972). In the air the same receptors provide information about airspeed (Weiss-Fogh, 1949, 1950; Camhi, 1969;
Gewecke, 1974) but such hairs would indicate the airflow over the insects body
(which results exclusively from its own efforts) not the movement of the air over
the ground. In very gusty winds the insect’s body would be buffetted more
fiercely in one direction than another. Inertial receptors or hairs might be used
to detect the wind direction from such violent movements of the air, but this
would not work in the smooth conditions of a wind tunnel, or in light winds in
the field.
This problem was recognised by Fraenkel (1931, 1932); Schulz (1931); Lyon
(1904) who, in various contexts, proposed that air- or water-borne animals
turn upcurrent in response to the apparent movement of visible fixed objects.
Kennedy (1940), studying mosquitoes, went further. He showed that mosquitoes
flying in still air, over moving stripes, tended to fly in the same direction as
the stripes. A few flew waveringly against the stripes, but as stripe speed increased they soon turned and flew with them. The effect of stripe movement
in still air is similar to the effect of a wind blowing in the opposite direction.
Thus, mosquitoes facing against the stripes were in an apparent tailwind and,
as stripe speed increased, they turned round to face into the apparent wind
direction. What Kennedy noticed was that the tendency to turn was low when
they were facing downwind, but increased rapidly as they turned across wind.
Or as he put it, the turning tendency depends on both speed and obliquity of
image movement.
Kennedy (1951) reviewed the mosquito work saying:
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Figure 5.3: A model which turns upwind
Similarly, it was suggested that when the images pass transversely,
say from left to right instead of directly from front to back over the
eye. owing to a cross-wind from the right, the insect compensates
by following the direction of the transverse image movement, that
is by turning toward the right until it is facing into the wind, and
transverse image movement has therefore ceased
Nevertheless, Kennedy (pers. comm.) thought always in polar coordinates
and he used the term retinal velocity to mean speed and direction of image movement. I suggested (Ludlow and Marsh, 1978) that insects might use rectangular
coordinates: that they might resolve image movement into its longitudinal and
transverse components. Collett and Blest (1966) had found directionally sensitive neurons in the optic lobes of the hawkmoth Sphinx ligustri L., which
were maximally excited by movements in one direction, maximally inhibited by
movements in the opposite direction, and weakly excited by movements at right
angles. These units had laterally directed visual fields and some responded preferentially to horizontal movements past the eye while others responded preferentially to vertical movements. Comparable results from other insects had been
obtained by Bishop and Keehn (1967); Bishop et al. (1968); Kaiser and Bishop
(1970); Dvorak et al. (1975). Any such units maximally excited by longitudinal
movements of the ground pattern, and others excited preferentially by right-left
or left-right movement of the ground pattern would resolve the retinal velocity
into its longitudinal and transverse components. Since then, neurons responding to longitudinal and transverse components of image movement have indeed
been found (Hausen, 1982a,b).
∗

NOTE: Lines Ia–If of Table 5. (described in the subsequent text)
are successive parts of a single differential equation:
*
ALPHA’ = C1*W*SIN (ALPHA) (after a delay TORLAG)
*
which has been expanded so that its derivation can be seen in the
program, and so that intervening variables may be calculated and
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Table 5.1: Computer program for the upwind-turning model∗
Dl
*
*
*
*
*
*
*
*

UPWIND TURNING MECHANISM
************************
Let ALPHA be the angle, in degrees, between the insect’s long
axis and the upwind direction (wind from left is positive).
ALPHA’ is the turning rate (degrees per second, right Positive).
ALPHA

*
*
*
*

= DELAY(TORQUE, TORLAG,

1, 0.0)

where DELAY(...) is a function which makes ALPHA’ equal to the
value that TORQUE had exactly TORLAG seconds before.
TORQUE = C1*(THRSTL - THRSTR)

*
*
*
*
*

(I.b)

where C1 is a constant of proportionality, and where THRSTL and
THRSTR are the left and right wing-thrust respectively. These
are given by
THRSTL = P - TR
THRSTR = P - TL

*
*
*
*
*
*
*
*
*

(I.a)

(I.c)
(I.d)

where P is a signal increasing wing-thrust on both sides.
TR and TL are the rates of right-left and left-right image movement.
Right-left image movement is proportional to the transverse
wind drift (WIND*SIN(ALPHA)) but the neuron carrying this signal
cannot go negative so the signals carrying TR and TL are
given by:
TR = WIND*AMAX1( SIN(ALPHA*RADIAN), 0.0)
TL = WIND*AMAX1( SIN( -ALPHA*RADIAN), 0.0)J) 0.0)

(I.e)
(I.f)

*
*
where AMAX1(...) is a function which ensures that TL and TR
*
never go negative.
*
*
An initial value for ALPHA must be set in the logic block or initial
*
conditions block, as must values for the parameters TORLAG, Cl P
*
WIND and RADIAN.
*
*
END
*------------------------------------------------------------------------
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printed. Since ALPHA’ is the rotation as the moth turns, and W*SIN(ALPHA)
is the translation velocity of the visual environment, the constant C1
has the dimensions “degrees per second per metre per second”.
In expanding the equation, I have introduced terms, such as TORQUE
and THRSTL, which should be measured in units of force, and term
such as P and TR , which are signals. Strictly there should be dummy
constants (with appropriate dimensions but magnitude 1.0) to allow
for the transformanon of signals to forces, and so on. I have not
done this in any of the DARE P programs in this chapter. Instead,
all such dummy constants are subsumed in the constant C1 (or its
equivalets).
If this is confusing, it may help the reader to think of each of the
lines Ia–If as regression equations in which the left hand side can be
predicted from the right, even when they are in very different units.
We are now in a position to build a very simple first model of moth orientation (Fig. 5.3), and Table 5.l shows such a model exactly as it is fed into
the computer. The language is DARE P 4.2, one of the modern simulation languages which make it easy to develop a model naturally from the biological
issues. There are a number of points to note. Each line beginning with an ‘*’
is a comment line, inserted for clarity, but ignored by the computer when it
performs the calculations. For further clarity I have written the comment lines
in lower case. Thus, the mathematical part of the model is defined in only six
lines (numbered I.a to I.f). One advantage of a language like DARE P is that the
equations can be put in any order so that one can show the way the model was
built.
We begin by defining the course angle α. This is the angle between the
insect’s long axis and the upwind direction (Fig. 5.4). Strictly it is the angle
between the thrust from the wings and the wind direction. If the insect is flying
to the right of the wind line, as in Fig. 5.4, then α is positive. Using the DARE P
language. the computer will treat ALPHA as a variable, and ALPHA’ as the rate
of change of ALPHA which, in this case, is the turning rate in degrees per second.
Turning to the right will increase ALPHA, so when ALPHA’ is positive the insect
is turning to the right. This was the convention used by Marsh et al. (1978),
and I shall use it throughout. Thus, the first statement of the model is
ALPHA’ = DELAY(TORQUE, TORLAG, 1, 0.0)

(I.a)

This tells the computer that the turning rate (ALPHA’ ) will be proportional to
the TORQUE after a delay of TORLAG seconds. From the literature (Land and
Collett, 1974) I have made TORLAG = 0.02 s.
Now the TORQUE will be due, for the most part, to the difference in thrust
between the left and right wings. Thus, the second statement of the model is
that
TORQUE = Cl*(THRSTL - THRSTR)

(I.b)
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Figure 5.4: Triangle of velocities for an insect flying to the right of the wind-line,
showing the notation used throughout. The sides of the triangle are proportional
to the moth’s airspeed (A), the windspeed (W ) and the resultant groundspeed
(G). α is the angle between the insect’s long axis and the wind; θ is the angle
between ground track and wind, while δ is the angle between the insect’s long
axis and the direction of ground track. L and TL are the longitudinal and
transverse components of the insect’s groundspeed. For further explanation see
text.
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where: THRSTL is the thrust from the left wings and THRSTR the thrust from the
right wings, C1 is a constant of proportionality. A moment’s thought confirms
that we have statement I.b the right way round. If the left wing-thrust is
greater than the right wing-thrust the insect will turn to the right, and ALPHA
will increase so TORQUE will be positive. Increased right wing-thrust will make
it turn left and TORQUE will then go negative.
So far so good, but what determines the left and right wing-thrust? Figure
5.3 illustrates the hypothesis that the left wing-thrust is increased by a signal,
P and reduced by right-to-left image movement, TR , so we can translate that
directly into the statement
THRSTL = P - TR

(I.c)

Similarly,
THRSTR = P - TL

(I.d)

These two statements form the heart of the model. Few readers would quarrel with statements l.a and I.b which are essentially physics, but I.e and I.d
represent the biological ideas discussed above.
Calculating the values of TL and TR at any instant is an elementary problem
in trigonometry, but first we must define some terms. As the insect in Fig. 5.4
flies on a course of α degrees to the wind, and with an airspeed, (Ams−1 ). The
wind (W ms−1 ) reduces its headway and causes some lateral drift, TR . The
resulting track over the ground will be at a groundspeed G and a track angle
θ to the wind, but for the moment we are interested in calculating the amount
of lateral drift, which the insect sees as transverse image movement, TR . From
Fig. 5.4, this is given by
TR = W*SIN(ALPHA)
If the insect flies to the right of the wind line, as in Fig. 4. it will be drifted to
the right. The ground pattern will, of course, appear to move in the opposite
direction, from right to left, so the signal, TR from the right -left detectors will
be positive, To avoid confusion, I shall always draw the insects movement over
the ground, and one can simply forget that image movement is actually in the
opposite direction. Thus, the transverse image movement TR is proportional to
the transverse drift caused by the wind. The perceived signal, TR may well be
affected by height, but for the moment we ignore that complication and assume
that
TR = W*SIN(ALPHA)
There is another complication we cannot ignore, and that is that the neurons
carrying the signal TR cannot go negative. They can fire at 10 or 100 spikes per
second, but they cannot fire at -10 spikes per second. Thus, if TR is positive
(i.e. image movement is from right to left) then TR will have a positive value,
but if image movement is from left to right TR will be zero, not negative. To
build this into the model I have used the function AMAX1 which ensures that TR
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= W*SIN(ALPHA) when that is positive, but that TR = 0 when W*SIN(ALPHA) is
negative. The statements (I.e and I.f) are therefore
TR = W*AMAX1(

SIN(ALPHA*RADIAN, 0.0)

(I.e)

TL = W*AMAX1( -SIN(ALPHA*RADIAN, 0.0)

(I.f)

and these complete the model. Together the statements form a single differential
equation because ALPHA’ , the rate of change of ALPHA, is defined in terms of
ALPHA, itself. The computer will reorder these statements and write a Fortran
subroutine which is called at frequent small time steps, dt. Using DARE P it is
programmed to choose appropriate values of dt to calculate the turning rate,
and total angle turned, to a given level of accuracy.
Notice that constructing the model raised a number of questions. What
would be a suitable value for TORLAG, the delay in the loop? Furthermore, we
see that the signals, TR and TL are assumed to reduce total wing thrust. If so,
they will surely interfere with flight speed control, because total thrust must
affect speed. Can we test that? Would it have been better to write
THRSTL = P + TL
instead of
THRSTL = P - TR
I shall later describe an experiment on Plodia interpunctella which indicates
that, for that species at least, the formulation in the model is best. The point
here is that the consequences of either assumption are clearly defined and lead
us to the question: should it be this way or that? Without drawing Fig. 5.3 and
calculating its consequences we might have overlooked that question. Another
point is that both formulations lead to the same values of TORQUE, so measuring
the turning tendency is not the way to distingish between them. By substituting
alternative equations in the full model one can see which experiments test which
parts of the model, although this becomes less easy with more complex models.
Finally, we have assumed that the right-left detectors give zero signal when
image movement is from left to right. Is that true, and does it affect the argument? The answer to both questions is probably no. The detectors which
have been observed, to date, give a resting signal when there is no movement,
are excited by movement in one direction and inhibited by movement in the
opposite direction (Collett and Blest, 1966; Hausen, 1982a,b). Thus, TR and TL
might be more accurately written as
TR = C0 + W*SIN(ALPHA)
TL = C0 - W*SIN(ALPHA)
Although, this would give the same value of TORQUE, the effects on groundspeed
would be different so the choice is not arbitrary. Thus, the model summarises
the biological hypothesis clearly and unambiguously, and because it can be
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Figure 5.5: Turning tendency, TORQUE, plotted against angle to wind, ALPHA, in
three windspeeds
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manipulated we can immediately explore the consequences of the hypothesis.
Running such a model is worthwhile simply to make sure that all the minus
signs are in the right places in one’s equations, but it also gives a feel for the
system and an understanding of appropriate values of C1 etc. One is also forced
to examine the literature, or conduct experiments, to find appropriate values
for the various parameters, such as TORLAG, the delay in the system. These,
together with the initial value of ALPHA must be set at the start of each run.
The simulations also show that the model is stable. With very long delays
(TORLAG), or with extremely high gains (C1 ) it might not be, and when two or
more feedback loops interact, instability can be hard to avoid.
Figure 5.5 shows values of TORQUE plotted against ALPHA in three different
windspeeds, and we see at once that
TORQUE = C1*W*SIN(ALPHA)

(5.1)

I could have demonstrated that result by a simple mathematical proof, substituting statements I.c–I.f of the model into statement I.b, but with some of the
more complex models to be described, such proofs are impossible and, in any
case, there is much to be gained by playing with values and plotting results.
My aim in this section is to show how easy that can be. Nevertheless, it is
important to understand each model thoroughly by considering particular cases
which supplement the simulation runs. Figure 5.6a shows such a case. Suppose
that the moth is on a course, or heading, of 90◦ across wind (Fig. 5.6a). Wind
will deflect it transversely so that its track over the ground is the resultant of
its own airspeed and the drift due to the wind. The drift is to the right, so
movement of the ground pattern will be from right to left. The right-left detectors in the model will therefore reduce the thrust of the left wings (Fig. 5.3).
There will be no signal from the left-right detectors because they are only excited by image movement in the opposite direction. Hence, the thrust of the
right wings is greater than that of the left, so the model will turn to the left,
that is upwind. If the model flew rather more upwind (Fig. 5.6b) then the
same windspeed would have a much smaller effect on the right-left detectors.
This would also happen if the model flew almost downwind (Fig. 5.6c). Thus,
the signal from right-left detectors would be highest when the course angle was
90◦ and it would be zero when the moth was flying exactly up or down wind
(confirming and giving substance to Fig. 5.5). This would explain Kennedys
observation that mosquitoes stayed flying downwind briefly but turned rapidiy
from the downwind direction once they had started to turn. As mosquitoes
began to turn, any signal from the right-left detectors would be small at first,
but increase rapidly until the mosquito’s body was across wind. Then the signal
would die away as the mosquito approached the upwind direction.
One is entitled to ask at this point whether we now know anything more
than Kennedy did in 1940. Has this excercise any benefits to justify so many
pages? I think it has. We can now say that if a moth or mosquito has leftright detectors and right-left detectors, and if signals from these reduce the
thrust in the right and left wings respectively (as shown in Fig. 5.3), then
the insect will turn upwind. Furthermore, from Figs. 5.5 and 5.6, the turning
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tendency will be zero if the insect is flying exactly downwind, but as soon as it
departs from this angle it will turn rapidly upwind, just as Kennedy observed. In
otherwords, both upwind and downwind directions have zero turning tendency,
but the downwind direction is unstable. The text of Kennedy (1940) is certainly
not as clear as that, and later authors made mistakes which he did not. For
example, Kellogg et al. (1962) and Bell and Tobin (1982) did not realise that
turning in response to transverse image movement was sufficient to distinguish
up and downwind directions. They thought that an insect must also compare
airspeed and groundspeed (if the insect is flying downwind its groundspeed
will be higher than its airspeed, if it is flying upwind its groundspeed will be
less). Figures 5.5 and 5.6 show that there is no need for the moth to make this
comparison.
Before concluding this section I should point out that one could base a model
on COS(ALPHA). That would represent the loss of headway due to the wind,
instead of the lateral drift. In Fig. 5.4 COS(ALPHA) = (A - L)/W and that reveals
several problems. A is airspeed and L is longitudinal movement. If the insect
measures L in terms of angular velocity of the ground pattern, then the apparent
value of L will be affected by height above ground. The higher the insect, the
more slowly the ground will appear to move. Perception of airspeed, on the other
hand, will not be affected by height. Thus, a theory based on A - L conceals
an additional assumption: that the insect can compensate for the effects of
height on its perception of groundspeed. Even if it does compensate, however,
the upwind direction would not be stable. The stable course angle would be
90◦ . An angle of 0◦ could be commanded if the system had an appropriate set
point, but this would have to be adjusted according to windspeed, and if the
adjustment were not absolutely perfect the moth might turn endlessly.
Another type of theory would postulate that the moth minimised L. In
otherwords it turned (with constant airspeed) until L reached a minimum. How
one predicts turning tendency from such a theory is not clear, but we should
bear in mind that insects may respond to the rate of change of signals such as
L and TR rather than their instantaneous values.

5.3

The problem of maintaining cross-wind tracks

Figure 5.2c shows a moth casting at about 90◦ to the wind. The broad arrows
show that the wind direction changed in mid-cast, and yet the moth was able
to adjust its track to about 90◦ to the new wind direction. The windspeed
too may have varied during that cast, although we cannot tell because there
were no bubbles nearby from which to calculate windspeed. Certainly, moths
do maintain the same track angles in different windspeeds, as was first shown
by Marsh et al. (1978)). There was, unfortunately, an intermittent fault in
replaying the original video tapes in that study and the time base used in the
original analysis was incorrect (as already reported in a brief note (Marsh et al.,
1981). However, the track angles were not affected and Fig. 5.7 shows the tracks
of the same moth in three different windspeeds, with corrected time marks one
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Figure 5.6: Longitudinal and transverse components of image moment of an
insect (a) steering across wind, (b) almost upwind and (c) almost downwind.
Airspeed and windspeed are the same in each case
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Figure 5.7: Tracks of one moth in three windspeeds. P indicates pheromone
source and broken lines the up- and downwind limits of the observation area.
Marks on tracks are at 1 s intervals
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Figure 5.8: Frequency distribution of track angles to wind along straight legs in
three wind speeds
second apart. There is no obvious effect of windspeed and this was confirmed
by detailed analysis of the straight sections of the track or straight legs. Figure
5.8 shows the distribution of track angles (i.e. the angles between ground track
and wind) for straight legs in each of three windspeeds (data pooled from ten
moths). Figures 5.7 and 5.8 show that the distribution of track angles was very
little affected by windspeed, but also that a great proportion of the straight legs
were across wind.
Maintaining a cross-wind track at a particular angle, say 90◦ is no simple
task, because winds of differing strengths will deflect the moth to differing extents (Fig. 5,9). Thus, to maintain the same track angle in different windspeeds
the moth must fly at a different airspeed and/or a different course angle in
each windspeed (Fig. 5.10). The actual course angles and airspeeds used by the
moths are shown in Figs. 5.11 and 5.12.
How then do moths compensate for the differing amount of wind
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Figure 5.9: Triangles of velocities showing the effect of windspeed on a moth
which maintains the same airspeed and course angle (90◦ ) in each windspeed
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Figure 5.10: Triangles of velocities summarising the observed behaviour of
moths flying at two sample track angles, 30◦ and 90◦ , to the right of the windline. Note how the moths maintained the same track angle and associated
groundspeed by adjusting their course angles to wind and their airspeeds, according to windspeed. At each track angle the groundspeed, and therefore the
speed of image movement, was the same in all windspeeds, but the direction of
image movement was different between windspeeds (angle of image movement
is the angle between course and track). (from Marsh et al., 1978)
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Figure 5.11: Frequency distribution of course angle, α, along straight legs in
three windspeeds
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Figure 5.12: Frequency distribution of airspeeds along straight legs in three
winspeeds
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drift experienced at different windspeeds? Kellogg et al. (1962) suggested, wrongly, that across wind orientation would be effected by maximising
the apparent motion at right angles to the long axis of the insect. If the moths
maximised TR or TL as their suggestion implies, the course angle a would be
90◦ (as in Fig. 5.9) but the track angle would be altered by windspeed (as in
Fig. 5.9).
Nor could a cross-wind track be maintained by maintaining a particular
value of transverse image movement. Figure 5.13 shows how TR and TL (pooled)
varied with windspeed. Nor could the moth maintain a cross-wind track by
maintaining a particular angle of image movement, δ. Figure 5.14 shows how
the angles of image movement varied with windspeed.
Finally, the moth could not maintain the same track angle by turning through
a given number of degrees at the end of each cast. The course angles α would
then be constant, but track angles would not (Fig. 5.15).
Thus, the moths maintained the same distribution of track angles, θ, in three
windspeeds, but they could not and did not do this by maintaining constant α,
constant TR or constant δ. These empirically discovered dead ends are easily
understood if we approach the problem more systematically. Consider Fig. 5.16
which shows that the angle θ is the sum of two angles α and δ. Of these two
angles, the angle of image movement, δ, depends on the strength of the wind,
and Marsh et al. (1978) used the term drift angle to indicate this fact. If
the course angle is set at a particular value then the drift angle, nevertheless,
increases with windspeed and the track angle θ (= α + δ) will also rise. What
the moth must do, in effect, is to maintain the sum of α and δ. Hence, it is no
wonder that controlling α, δ or TR alone does not suffice.
What is involved in maintaining the sum of α and δ? There are two
ways of thinking of this. One is to imagine that the moth measures α and δ
separately, adds them and matches their sum to an appropriate set point. The
other way is to imagine that there is a feedback system which controls α and
an additional system which compensates for wind-drift in such a way that the
intended course angle, α is not reached. In otherwords the two systems interfere
with each other. Mathematically these two ways of thinking are equivalent, but
it may make the issues clearer if we adopt the second, and consider two separate
questions: how can a moth control the course angle, α, when there is no wind,
and then how can it compensate for drift when in a wind? In zero wind, of
course, α must be defined as the angle between the insect’s body and the former
wind direction.
How can a moth in still air control the angle between its longitudinal axis and the former wind direction? Baker and Kuenen (1982) have
shown that moths which have experienced wind and pheromone can perform
manœuvres, such as casting or flying up a hanging plume, even after the wind
has dropped. Moreover, the orientation of these manœuvres is closely related
to the former wind direction. In the case of casting, there can be no question of
chemotactic orientation to the remaining plume, because there isnt one. Thus,
the moths must have fixed and retained the former wind direction.
Many arthropods are capable of remembering a previously experienced direc-
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Figure 5.13: Frequency distribution of the transverse component of groundspeed
along straight legs in three windspeeds. Note, tracks to the right and to the left
of the wind-line have been pooled. When flying to the right of the wind-line
the transverse image movement was right to left (TR positive, TL = 0) and
conversely when the moth was flying to the left of the wind-line
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Figure 5.14: Frequency distributions of angle of image movement, δ, along
straight legs in three windspeeds
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Figure 5.15: Effect of windspeed on a moth which turns through a constant
course angle (2.α) at the end of each zigzag or cast. Note the track angle varies
with windspeeds, whereas real moths maintain the same track angle in each
windspeed
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Figure 5.16: The effect of windspeed on any moth which maintained the same
course angle, α, and airspeed, A, in different windspeeds. The track angle, θ, is
the sum of course angle (α) and angle of image movement (δ)
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tion, and there is an extensive literature on the subject of correcting behaviour,
whereby an insect returns to its former direction after an enforced turn (see references in Barnwell, 1965; Jander, 1963; Mittelstaedt et al., 1979; Mittelstaedt
and Mittelstaedt, 1973) found it useful to distinguish between allothetic orientation, which relies on external cues, and idiothetic or self-steered orientation.
The latter may depend on internal cues such as signals from proprioceptors (kinaesthesis), or on summing the signals which command a turn. Both allothetic
and idiothetic orientation have been clearly demonstrated in insects. Among the
allothetic cues are light direction, plane of polarisation, gravity and magnetism.
Usually, an insect will respond to several cues at once, as can be demonstrated
when they are pitted against each other (e.g. M-L., 1972). For example, the
migratory large yellow underwing moth (Noctua pronuba) uses the moon, stars
and magnetism (Baker and Mather, 1982).
Because magnetism was not recognised as a potential cue until recently, its
effects were not sufficiently controlled in the earlier studies, and some examples
of idiothetic or self-steered orientation may turn out to depend on magnetic
cues instead. However, magnetism was ruled out by Beale and Webster (1971)
who showed that a passive rotation of 90◦ did not affect the frequency with
which woodlice (Porcello scaber ) compensated for a forced turn. Moreover,
when the woodlice were allowed to walk on a split track which could be moved
so that the right legs walked further than the left, the woodlice compensated
for this apparent left hand turn by turning right as soon as they were allowed.
Millipedes, too, have been shown to compensate accurately for forced turns even
when visual, mechanical and magnetic cues were eliminated (M-L., 1972). They
also appear to integrate walking effort on each side, and the stable position
would be facing directly toward the light source, in the second, directly away.
Jander proposed that, superimposed on these basic responses, was a command signal so that an insect deviated from the switched on positive or negative
phototaxis by a given amount. In that way it would maintain a given angle to
the light. The simplest implementation of this idea is to suppose that there is
a difference between the excitatory commands PL and PR in Fig. 5.17. The
command is then proportional to that difference.
Table 5.2 shows a computer model of Jander’s theory. The angle BETA is
that between the insects long axis and the stimulus, say a bright light. Apart
from that, the first two statements (II.a and b) are the same as those in the
upwind turning model. Once again, I am using the convention that turning to
the right increases BETA, so BETA is positive when the stimulus is to the insect’s
left (Fig. 5.18).
The next two statements are a simple translation of Fig. 5.17. We assume
that the right wing-thrust is reduced by a bright light on the right hand side
(STIMR is high), and this will obviously cause the insect to turn to the right
(towards the light).
In a complete, working, model we must define STIMR and STIML, and this
raises two questions, What is the actual light distribution, and how much of
the world does each receptor see? The actual light distribution depends on the
experiment, and we may wish to simulate a variety of experiments, so the model
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Figure 5.17: A model based on Jander’s Compensation Theory, system (a) can
only steer from -90◦ through 0◦ to 90◦ . To steer in the opposite sector the
connections must be reversed, as in (b)

Figure 5.18: Definition of angles used in the computer model of Jander’s Compensation Theory. BETA is the angle between the insects longitudinal axis and
the stimulus direction (stimulus to the left, BETA positive). SETR is the angle
between the long axis and the right-looking receptor, i.e. the angle at which
the receptor is set in the insect’s head PHIR is the angle between the stimulus
direction and the receptor, PHIR = BETA + SETR )
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Table 5.2: Computer program for Janders Compensation Theory
Dl
*
*
*
*
*
*
*
*

JANDER’S COMPENSATION THEORY
****************************
Let BETA be the angle, in degrees, between the insects long
axis and the stimulus direction (insect facing to the right
of the stimulus is positive).
BETA. is the turning rate in degrees per second (right positive).
BETA. = DELAY(TORQUE, TORLAG,

*
*
*
*

-

THRSTR)

-

STIML)
STIMR)

where PL and PP are signals increasing left and right wing-thrust
respectively and STIML and STIMR are signals proportional
to the stimulus inlensity measured by left-looking and rightlooking receptors.
We assume that the environment is, say, a white arena with
a single light source, but some uniform scattering. Thus,
the light may be divided into directional and uniform components.
The uniform component represents the minimum illumination
received by a receptor looking away from the light source, i.e.
in the semicircle away from the light.
Each receptor has a cosine response, maximally stimulated
by light parallel to its mid-line and unstimulated by light
coming from 90 degrees or more from its mid-line.
(II,e)
(II,f)

where AMAX1(...) is a function which prevents STIMR and STIML
from falling below zero.
PHIR and PHIL are the angles between stimulus direction and
the right and left receptors. These angles are given by
PHIR = AMOD((BETA + SETR),
PHIL = AMOD((BETA + SETL),

*
*
*
*

(II.b)

(II.c)
(II.d)

STIMR = UNIFRM + DIRECT*AMAX1(COS(PHIR), 0.0)
STIML = UNIFRM + DIRECT*AMAX1(COS(PHIL), 0.0)
*
*
*
*
*
*

(II.a)

where Cl is a constant of proportionality, and where THRSTL and
THRSTR are the left and right wing-thrust respectively. These
are given by
THRSTL = C2*(PL
THRSTR = C3*(PR

*
*
*
*
*
*
*
*
*
*
*
*
*
*
*
*
*

0.0)

where DELAY(...) is a function which makes BETA. equal to the
value that TORQUE had exactly TORLAG seconds before.
TORQUE = C1*(THRSTL

*
*
*
*
*

1.

360.0)*RADIAN
360.0)*RADIAN

(II.g)
(II.h)

where MOD(...) is a function that ensures that PHIR and PHIL.
remain between 0 and 360 degrees.
SETR and SETL are the angles (right positive) at which the right
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Figure 5.19: Effect of stimulus direction on the receptors built in to the model
of Jander’s Compensation Theory. The stimulus is assumed to have uniform
and dirrect components, as when an insect is in the arena lit from above, with
an additional light source to one side
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needs to be flexible. One could make a survey of the actual light intensity in
many different directions and set up a table which the DARE P program would
then consult to find the light received by each receptor at any given angle.
However, I have adopted a simpler approach. I have assumed that the insect
is in a white arena, uniformly lit from above, with an additional bright light
source which can be switched on for some experiments To model this idea, the
light falling on each receptor is the sum of two components, the uniform and
the directional light. These appear as UNIFRM and DIRECT in the program. The
effect of the UNIFRM component is the same wherever the insect faces, while the
effect of the DIRECT will vary greatly as the insect turns, this brings us to the
question: how much of the world does each receptor see? The fields of view of
individual ommatidia are narrow, but a whole eye probably sees more than half
the world, so there is plenty of room for choice. What I have done is to assume
that the receptors have, like many photographic light metres, a cosine response
(Fig. 5.19). Thus, the right receptor is maximally excited by light from 90◦ to
the insects right, but its response tapers off, reaching zero if the light comes
from exactly in front or exactly behind the insect, and remaining zero when
the light is anywhere to the insects left. Statements II.e and II.f embody these
ideas.
STIMR = UNIFRM + DIRECT*AMAX1(COS(PHIR),

0.0)

(II.e)

where PHIR is the angle between the receptor and the light, and where the term
DIRECT*AMAX1(COS( PHIR ), 0.0) ensures that its response to the directional light
is as shown in Fig. 5.19 and discussed above.
All that remains is to define PHIR and PHIL the angles between the light
source and the receptors. As shown in Fig. 5.18. PHIR is equal to BETA + SETR
where SETR is the angle at which the receptor is set in the head (90◦ in this
case).
The assumptions about light distribution and visual fields of the receptors
are not perfect, but they are not ambiguous either. Critics of a model often apply
a curious double standard, rejecting particular assumptions (which is fair) but
making confident predictions without specifying alternative assumptions. The
model in Table 5.2 is incomplete, and no predictions can be made, unless the
details of light distribution and visual fields are specified.
Returning to statements II.c and II.d, the signals PL and PR are excitatory
signals which increase wing-thrust on the left and right sides. If these are equal,
the model rapidly turns towards the light. To explain how insects steered other
angles, Jander proposed that there was a centrally generated turning tendency or
course order. in effect this is a set-point specifying the angle at which the insect
will settle. The difference PL − PR provides just such a set-point in the present
model, and if PL is larger than PR the insect will turn to the right, presumably
settling at some angle to the right of the stimulus. That is sometimes true,
but if PL − PR is too large, the model spins endlessly. Figure 5.20 shows the
stable angles plotted against the difference PL − PR and it is clear that any
angle beyond 90◦ is unstable. What happens is that PL − PR has to equal the
maximum possible difference between left and right receptors to command 90◦ .
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If it rises above this value, then there is no way in which the opposing torque
(tending to cause the insect to face the light) can ever match the command so
the model spins endlessly. Thus, the system cannot reach angles of say, 95◦ at
all, unless the turning tendency is reversed, i.e. the model switches from positive
to negative phototaxis. Jander’s solution to this problem was to postulate just
such reversals of response and Fig. 5.17 shows how they might be done. Another
problem with the theory is that the model does not always turn through the
smallest angle to reach its stable state. Thus, if it is stable at 85◦ and the
stimulus is suddenly moved to the left by 10◦ (to 95◦ , the model would not turn
left by 10◦ . Instead it would turn right for 350◦. Real insects would turn left.
Mittelstaedt (1961, 1962) was the first to recognise the various problems of
theories based on the sine component: that they could not explain how insects
steered at exactly 90◦ to a stimulus, and that their explanation of how insects
steered angles of greater than 90◦ was cumbersome. He therefore proposed an
alternative: his theory of the reciprocal modulation of bicomponents, now known
as the Bicomponent Theory. In doing so, Mittelstaedt brought two important
ideas into the discussion.
1. that two components of the stimulus direction might be measured, and
2. that the weight accorded by the insect to each component would determine
the angle reached.
Mittelstaedt did not derive his theory ‘in print’ but, since the main aim of
modelling is to make the biological issues clearer, I will derive the theory by
two different routes. By analogy with the upwind model sin β is the transverse
component of the stimulus direction and is measured by comparing intensity on
the right and left sides of the insect. In the same way, cos β is the longitudinal
component and may be measured by comparing intensities in front of, and
behind the insect. Suppose that the insect receives signals from receptors looking
forwards STIMF and backwards STIMB , and that it turned left whenever STIMF
exceeded STIMB . Then it would face across the stimulus direction, with the
source to its right. In that position STIMF and STIMB would be equal.
Thus, a transverse comparison is ideal for facing toward or away from a
stimulus, while a longitudinal comparison is ideal for steering at 90◦ to it.
Mittelstaedt proposed that insects measure both components, but ignore the
longitudinal in order to face towards the stimulus and ignore the transverse
component in order to steer across the stimulus direction. The intermediate
angles are steered by responding in different degree to both components, and
the mechanism commanding a particular angle does so by adjusting the weight
accorded to each of the observed components. That is the essence of his Bicomponent Theory.
We may approach the theory by another route. Jander’s compensation theory implied, as we have seen, that the insect measured the sine of the stimulus
direction and compared that sine with a set point or command value (PL − PR ).
Mittelstaedt’s theory, instead, implies that the insect controls the sum of two
angles, the observed and the preferred, so that their sum is zero. Thus, if the
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Figure 5.20: The angle, β, at which the model of Jander’s Compensation Theory
settles, plotted against the command signal PL −PR . Note, that the model spins
endlessly whenever the angle commanded exceeds 90◦
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Table 5.3: Command signals required for Mittelstaedt’s Bicomponent Theory
cos γ
1.00
0.71
0.00
-0.7!
-1.00
-0.7!
0.00
0.71
1.00

sin γ
0.00
-0.71
-1.00
-0.7!
0.00
0.71
1.00
0.71
0.00

β
0◦
45◦
90◦
135◦
180◦
225◦
270◦
315◦
360◦

command angle was -30◦ , the insect would turn until the observed was 30◦ ,
which would exactly cancel out the command. However, Mittelstaedt did not
propose that the insect measured the observed angle β and the command angle
γ directly. Instead, his theory implies that they control sin(β + γ) so that it has
the value 0. From elementary trigonometry,
sin(β + γ) = sin β. cos γ + cos β. sin γ

(5.2)

Mittlestaedt’s two suggestions: that the insect measures two components, sin β
and cos β, and that the insect accords different weights (cos y and sin y) to these
components, follow directly from equation (5.2), and Mittelstaedt’s equation for
turning tendency was (in our notation)
TORQUE = cos y.Ks . sin β + sin y.Kc . cos β

(5.3)

where Ks and Kc are constants.
Mittelstaedt’s Bicomponent theory overcomes the difficulties with Jander’s
theory, and is mathematically simple. However, it is less simple when one tries
to build a physiologically plausible model. The problem lies in generating the
command signal. This must have two components, proportional to sin γ and
cos γ, and Table 5.3 shows how they must vary to command particular angles.
Thus, at 0◦ , sin γ must be 0.0 while cos γ must be 1.0. For the insect to turn
to the right, sin γ must rise to 1.0 as cos γ falls to 0.0. When they reach these
values, the insect will be facing 90◦ to the right of the stimulus. To turn further
right, sin γ must fall back to 0.0 again, while cos γ becomes negative. Now
that mathematically simple idea poses physiological and evolutionary problems,
which are certainly not trivial. On its own, a neuron cannot ‘go negative’. There
must be at least two parallel neurones, one excitatory and one inhibitory. If,
at first, the excitatory neuron is the more active, then the combined output
is excitatory. As the inhibitory one becomes more active and the excitatory
one less, the output of the pair will change sign and become negative. It is
relatively easy to imagine such parallel pairs arising in evolution, but that is
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not the solution required by the bicomponent theory. The point is that the
cosine component of the command signal multiplies the sine component of the
incoming signal, and if a multiplier changes sign it reverses the effect of the
incoming signal. That can only be done by rerouting the signal so that, where
it formerly excited the right wings it now excites the left wings instead (or
inhibits the right). Again, that can be imagined. Jander’s theory requires
exactly the same reversal of effect, and Fig. 5.17 showed one way in which a
reversal of effect might be achieved. Nevertheless, the simple notion that cos γ
changes sign, implies that the bicomponent theory is at least as complicated as
Jander’s, and Mittelstaedt requires an additional reversal. When the insect tries
to turn to the right of the stimulus, sin γ must rise from 0.0 to 1.0, and then fall
to 0.0 again. When it tries to turn to the left of the stimulus, sin γ must change
from 0.0 to -1.0 and back again to 0.0. Curiously, this is easier to imagine. The
insect is, after all, bilaterally symmetrical, and it is natural that the command to
turn to the left should be the mirror image of the command to turn to the right.
Moreover, the bilateral symmetry almost ensures that there will be parallel
pathways with opposite effects. However, it is difficult to imagine how a system
evolved in which the left-right signals are completely re-routed (as in Fig. 5.17)
just at the point at which sin γ reaches its maximum. Furthermore, the system
is supposed to explain compass orientation, so a complete model must show how
the weights and route reversals are set by the direction of incident light.
Mittelstaedt did not address any of these problems, Instead he presented his
theory in the form of our equation (5.3) and analysed its implications. That,
in itself was a valuable contribution, but it left the theory in an unsatisfactory
state because no-one was able to assess the physiological assumptions it implied.
Consequently, no-one could tell whether it was a simple, or a preposterous
theory. As a result it has been largely ignored or given cursory mention (e.g.
Linsenmair, 1972). In the paragraphs which follow I shall start again, with two
observations as data:
1. The torque is always a sine function (or quasi-sinusoidal function) of the
deviation between the insects current, and its stable, orientation
2. The compass orientation is set by encoding in some way a previously
experienced stimulus direction.
Since insects have compound eyes let us begin by assuming that there are a
very large number of receptors (ommatidia) looking in all directions around the
insect. For clarity, I have illustrated only eight in Fig. 5.21, numbered L1 − L4
and R1 − R4 . We already know from the discussion of Jander’s theory, that
the insect would always turn to face a light stimulus if it had receptors at +90◦
(looking right) and -90◦ (looking left) and if the right-looking receptor reduced
right wing-thrust while the left-looking receptor reduced left wing-thrust. By a
similar argument, it would face at 22.5◦ to the right of the stimulus if R2 (in
Fig. 5.21) reduced right wing thrust and L3 reduced left wing-thrust (Fig. 5.21).
Table 5.4 shows the connections required to steer other angles. Two points
need to be made. Firstly, that each receptor must have a pathway to both
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Figure 5.21: The radial theory of compass orientation. (For explanation see
text)
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Table 5.4: Inhibitory connections required to steer particular angles using the
radial theory proposed here. (Refer to Fig. 5.21)
Stable angle
Influences on
Influences on
(stimulus to Left wing-thrust Right wing-thrust
left is
positive)
0◦
90◦
180◦
-90◦

L2 + L3
L4 + R4
R2 + R3
L1 + R1

R2 + R3
L1 + R1
L2 + L3
L4 + R4

22.5◦
67.5◦
112.5◦
157.5◦
-157.5◦
-112.5◦
-67.5◦
-22.5◦

L3
L4
R4
R3
R2
R3
L1
L2

R2
R1
L1
L2
L3
L4
R4
R3

wings. To steer at some angles it is essential that a receptor reduces left wingthrust, for others the same receptor must reduce right wing-thrust. Secondly,
the connections shown are those which must have maximum effect. Thus to
steer at 22.5◦ to the right of the stimulus, must reduce left wing-thrust and R2
must reduce right wing-thrust, but it will do no harm if L2 and L4 also reduce
left wing-thrust to some extent while R1 and R3 also reduce right wing-thrust.
It is the axis of symmetry that counts. Thus, it is essential that L1 and R4 have
no net effect if the insect is to steer at 22.5◦ to the right of the stimulus. With
the connections shown in Table 5.4, a model would steer appropriate angles
and the torque would vary with the sine of the deviation between the insects
direction and the stable direction, satisfying our first condition. The next step
is to recall that the angle of 22.5◦ is set when the insect is already at that angle
to the stimulus. We may therfore hope to understand how the setting might
be done if we examine the signal strengths of each receptor when the insect is
in that postion. Figure 5.22 attempts to illustrate such signal strengths. What
features of the pattern can the insect use to ensure that L1 and R4 have no
effect on torque, while L3 reduces the left wing-thrust and R2 reduces right
wing-thrust? The obvious answer is that the effect of each receptor must be
set by the illumination of its neighbours. Thus, L1 is surrounded by equally
stimulated neighbours, and has no effect. L3 on the otherhand, is set to reduce
left wing-thrust after having a brightly illuminated neighbour in front of it (L2 )
and a dimly lit neighbour behind (L4 ). R2 reduces right wing-thrust after being
in a similar situation (but on the opposite side of the insect’s body). Thus, all
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Figure 5.22: The distribution of stimulus intensities which is experienced when
the insect is facing 22.5◦ to the right of the stimulus direction. Setting the
compass involves modifying connections between receptors and wing-thrust in
such a way that other stimulus directions will cause the insect to turn towards
this angle, and so restore the previously experienced stimulus distribution
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we need to postulate is a special form of lateral inhibition, and lateral inhibition
is well known in arthropod and vertebrate visual systems. In this case, we need
to postulate that each receptor reduces both left and right wing-thrust, but that
if the receptor in front was brightly illuminated, then the contralateral effect
is reduced. The ipsilateral effect is reduced if the receptor behind was brightly
illuminated. Notice the tenses in the previous two sentences. The effect of the
receptors is set by previous, not current stimulation, of their neighbours.
What about the front-most (or back-most) receptors? They will have nothing behind them (or in front). Fortunately, it does not matter if the front-looking
receptors on both sides look in exactly the same direction. Although there is
nothing to reduce the contralateral effect of the front-looking receptor on the
left hand side, there is equally nothing to reduce the contralateral effect of the
front-looking receptor on the right hand side, and these two omissions cancel
out. The same argument applies to the back-most receptors.
How is the setting achieved? It might involve no more than adaptation in
appropriate pathways. Furthermore, the system should work when there is more
than one bright spot in the environment, as when an insect uses landmarks to
fix its course. Again, it should enable an insect to follow the rotation of a striped
drum, as many insects are known to do, Hence, the compass orientation and
optomotor turning responses of insects may be very closely linked. If the setting
mechanism does indeed involve adaptation, and the adaptation is fast enough,
then the network necessary to set a compass direction might also be capable of
recording velocity information, although separate networks with differing timeconstants might be more appropriate. These questions deserve exploration, but
two further points must be addressed immediately. How might an insect reverse
its course through 180◦ as when a Honey Bee returns to its hive? And what
happens if there are very few receptors?
The reversal through 180◦ is a relatively simple matter because all that
is necessary is that receptors which previously reduced right wing-thrust now
reduce left wing-thrust, and vice versa. This could be done downstream of
the compass-setting network, and involves the sort of switching illustrated in
Fig. 5.17.
The theory does not depend on a large number of receptors, Table 5.4 showed
that any number of angles could be set even when there were only eight receptors. If the number of receptors is reduced still further, to the six shown in Fig.
5.23 it is still possible to set any angle.
Thus, a simple rule will allow the insect to set the effect of each receptor
so that it will later turn with a sinusoidal torque until the stimulus is once
again in the same direction. It would, doubtless, be rewarding to pursue the
full implications of this idea. The fact that a small number of receptors can still
provide a compass mechanism is important when considering sensory modalities
other than vision. Gravity, for example, or magnetism may be sensed in a limited
number of directions, and the properties of the system shown in Fig. 5.23 are
then relevant.
In a sense, Fig. 5.23 illustrates a version of Mittelstaedt’s Bicomponent Theory. The receptors certainly measure the transverse (sine) and longitudinal
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(cosine) components of the stimulus. Furthermore, the setting rules explained
above would provide a mechanism of implementing Mittelstaedt’s equation. The
signals from the six receptors are rerouted, just as the multiplications in equation (5.3) imply. However, the system has limitations which Mittelstaedt did
not discuss and it is unlikely that he envisaged a system like the one shown in
Fig. 5.23.
Throughout his discussions, Mittelstaedt (1962, 1964) appears to have considered the command signal as a continuously variable signal split by some network into its sine and cosine components. Thus, one would expect the insect,
not only to be able to steer any previously experienced angle, but to be able
to deviate from that angle by any given amount, as moths do when casting. In
otherwords, if the sun had previously been at 22.5◦ when the insect was facing
upwind, then it should be able to cast at 90◦ on either side of this direction
simply by adding or subtracting 90◦ to the signal for 22.5◦. There is no obvious
way in which that could be done in the systems in Figs. 5.21 or 5.23.
Mittelstaedt (1964) showed that it was mathematically simple to extend the
Bicomponent Theory to explain how honey bees compensate for the sun’s hourly
movement, the time of year and the insect’s lattitude, All that is necessary is to
have appropriate signals, split into sine and cosine components, which modify
the sine and cosine components of the command signal. Something similar
would be needed to explain how moths cast to left and right of a compass
direction previously set upwind. However, the mathematical solution once again
requires multipliers which change sign. As we have seen, that means rerouting
signals through different pathways. The mind boggles at the complexity of such
rerouting, and I cannot imagine how it might have evolved in real animals.
Thus, one can see how a compass might be set (Fig. 5.22) and how it might
work with very few receptors (Fig. 5.23) but not how the set-point could be
moved through 90◦ , as required in casting.
Another way of extending the compass theory is to postulate that it is set
when the moth is facing upwind, and remains set in that direction, If a command
signal then causes the moth to turn to the right, the output of the compass mechanism will rise as the moth turns. It will stop turning when the feedback from
the compass mechanism matches the strength of the command signal. Unfortunately, that idea runs straight into the difficulties met by Jander’s compensation
theory. The output from every known compass mechanism is quasi-sinusoidal,
and it would be impossible to command a turn of 91◦ , which is what moths do
frequently when casting.
Moths may use a compass mechanism to guide them through long lulls in
the wind, but no postulated mechanism is sufficient to explain how they could
cast using a compass. As I shall show in the next section, a compass mechanism
is not necesary either. So if they do use one it is presumably as an adjunct to
a counting mechanism.
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Course control by counting the angle turned

The compass mechanism shown in Figs. 5.21 and 5.23 would provide a means
whereby an insect could steer a previously experienced angle to the sun, but it
is not sufficient to explain the casting behaviour of moths because the compass
cannot be used to steer angles at 90◦ to the original compass direction, If we
postulate that an additional signal causes the moth to deviate from the compass
direction set when the moth last faced upwind, then we run into exactly the
problems which beset Jander’s Compensation Theory which was at its worst
trying to steer an angle of 90◦ from the basic direction.
It seems necessary to postulate an alternative mechanism: that the moth
counts the angle through which it has turned. It could do this in at least
two ways. The moth could count the effort spent turning, that is, it could
measure the difference between left and right wing-thrust, and integrate this
difference over time. Walking arthropods are known to measure the angle turned
in this way (Beale and Webster, 1971; Mittelstaedt et al., 1979; Gorner, 1972).
Equally, however, insects are known to measure the angular velocity of image
movement. As the insect moves, the angular velocity will be the same on both
sides unless it turns. If it turns to the right, however, the image movement
sensed by the left eye will be faster than that sensed by the right, and the
difference between these two signals is a direct measure of the speed at which
the insect is turning. It need only integrate this difference over time to have
a signal which will increase monotonically with the angle turned. Thus, there
is no need to postulate a compass sense to explain the casting behaviour of
moths after the wind has stopped. Moreover, it is hard to see how a compass
mechanism would help, because the signal from a compass mechanism would be
a sine function and would start to decline as soon as the insect turned through
more than 90◦ . Counting the angle turned, however, would work well because
the signal would go on increasing even when the insect turned through more
than 90◦ from the basic direction. The command signal would be a simple
increasing function which could command a turn of any size from the direction
which the insect last faced upwind. Furthermore, the measurement of angular
velocity, or turning-effort would not be affected, within reasonable limits, by
light intensity or other extraneous factors. Any compass mechanism would
have a signal strength proportional to the overall stimulus intensity unless a
specific compensation mechanism exists. It is only at the previously experienced
direction that a compass mechanism gives zero signal, zero torque, and so is
unaffected by stimulus intensity.
In the next section, therefore, which deals with the mechanism of wind compensation, I shall assume that the insect detects the upwind direction when the
wind is blowing and ‘sets’ a counter so that all subsequent turns are integrated.
Whether this is done by visual or kinesthetic means, one should expect the
accuracy to deteriorate with time after the wind has stopped. Baker and Kuenen (1982, Fig 1B) show 4.4 seconds of track after the wind had stopped, and
in that time the moth made 16 reversals of direction. The accumulated error
appears to be about 15◦ . Gypsy moths, observed for many seconds after the
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wind has been stopped appear to accumulate errors at least as fast (Kennedy
and David, pers. comm.), If the two moth species are indeed counting turns, as
suggested here, it should be possible to demonstrate the relative importance of
visual cues by comparing the variance of tracks in a visually rich and a visually
poor environment. If errors accumulate more rapidly in the latter case, then
visual cues are implicated. A similar test should make it possible to compare the
relative importance of a compass mechanism and an angle-counting mechanism.
If a unidirectional visual field reduces the variance more than one with uniform
stripes all round, then a compass component is contributing to the control of
casting. These tests would seem to be more reliable than actually moving components of the visual field, because it is probable that moths use a variety of
loops to control their course. Hence, it is not possible to predict the effects of
interfering with one among several such systems (except that removal of that
cue should increase the variance of track-angles). In otherwords, measuring the
variance measures the simultaneous effects of all control systems. Moving a
visual system involves pitting one against an unknown number of alternatives.

5.5

Windspeed Compensation

The work described here grew out of an experiment by Dr D. Marsh which
showed that Plodia interpunctella compensate for windspeed (Marsh et al.,
1978). As mentioned above, the original description of that experiment was
published before an error in the playback of the video tapes was discovered.
The tracks have now been re-analysed and all of the Figures in this chapter
are based on the corrected data. Figure 5.8, showed that the angles between
ground track and wind direction were very similar in the three windspeeds of
0.1, 0.2 and 0.3 m s−1 . However, the study also revealed that the moths flew at
the same groundspeed in the three windspeeds (Fig. 5.24) and that there was a
similar relationship between groundspeed and track angle in each of the three
windspeeds (Fig. 5.25).
In this section I shall consider how moths might modify their course angles,
α, so that the tracks angles, θ are the same in each windspeed. As we shall see,
the simplest explanation requires that the moths control their groundspeed, but
it is important to make clear that that is not strictly a prediction; I knew at
the start of the analysis that groundspeed was indeed controlled.
Figure 5.13 shows that the transverse image movement TR or TL increased
with windspeed. Consequently it is logical to suggest that the moths used an
angle-counting mechanism to try and turn through 90◦ from the upwind direction, but that, as they turned, the transverse image movement, TR , increased.
If they simply left the upwind turning tendency switched on, then a compromise
course angle would be reached between the command to turn through 90◦ from
the wind line, and the tendency to turn upwind. Because the transverse image movement increases with windspeed, then the upwind turning tendency will
increase with windspeed and the compromise course angle will be more upwind.
In zero wind, there would be no wind drift, and hence the upwind turning
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Figure 5.24: Frequency distribution of groundspeeds along straight legs in three
windspeeds
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Figure 5.25: Relation, for straight legs, between track angle to wind and ground
speed (means and SDs) in three windspeeds
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mechanism would have no effect. As a result the moth would fly at the commanded course angle, α, of 90◦ from the former upwind direction. Since there
is no wind, the course angle and track angle would be the same (90◦ ). Thus
it appears, the moth has only to leave its upwind turning mechanism switched
on and it will compensate for wind drift by turning more upwind as the wind
increases. This reduces α, but the sum, α + δ = θ remains the same.
That idea is naive in several respects. The most important problem is that,
as Fig. 5.26 shows, the transverse image movement TR which is all the upwind
mechanism uses, is not a sufficient measure of the angle of image movement δ.
Hence, it is perfectly possible to have different track angles, even when course
angle and transverse image movement are controlled. In fact, the relationship
between TR and angle of image movement, δ, is given by
sin δ = TR /G

(5.4)

so that to control δ the moth must not only control the amount of transverse
image movement, it must also compensate for groundspeed, G.
From equation (5.4) it looks as if the moth must measure groundspeed and
divide transverse image movement by G. However, exactly the same result is
achieved if the moth controls groundspeed at a given value. With groundspeed
controlled, then changes in transverse image movement do indeed unambiguously reflect changes in the angle of image movement, δ. I suggest, therefore,
that the moths control groundspeed (Fig. 5.24.) as a part of the mechanism for
measuring angle of image movement, and hence wind drift.
Furthermore, I note that other insects, for example Honey Bees, are known to
control groundspeed when flying between hive and a known food source (Frisch,
1967). It is well known that bees use a sun compass when foraging, but the
angle between the bee’s body and the sun has to be altered to compensate for
winds of differing speed. It is the angle between the sun and track which is
held constant, and it is this angle which is signalled to other bees. This angle
is the sum of the course angle (between body and sun) and the angle of image
movement (between body and track). I suggest that bees too control the sum
of these two angles by means of feedback loops acting together. One measures
the course angle while the other measures the transverse image movement, As
with moths, the transverse image movement is proportional to the sine of the
angle of image movement because the bees control groundspeed.
Honey bees are known to fly at different heights at different windspeds and
to fly at different groundspeeds at these heights (Lindauer, 1976) which appears
to contradict my thesis. However, the apparent rate of image movement presumably depends on height above ground, or on ground pattern, and if bees
do not compensate for these effects their groundspeed will inevitably differ at
different heights. But so will the apparent rate of transverse image movement,
T , and these two effects will exactly cancel out so that the ratio T /G is not
affected by height. Thus, apparent T remains a good measure of angle of image
movement at any height above ground provided that G is controlled at the same
apparent value whatever the height.
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Figure 5.26: Triangles of velocities showing that track angle, THETA, may vary
even if a moth were to maintain the same course angle, α, and the same rate of
transverse image movement, TR , in different windspeeds
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If groundspeed control is indeed part of the mechanism of track-angle control,
then one can see that groundspeed must be controlled at a speed which the insect
can maintain in the highest windspeeds it is likely to encounter. If the system
were calibrated at too high a groundspeed, then moths could not cast accurately
in high winds because they could not reach the calibrated groundspeed. Thus,
a system which will work accurately over a large range of windspeeds must be
calibrated for a low groundspeed. Honey bees may have overcome this problem
neatly. Their system is calibrated at a high groundspeed, but when the wind is
too high for them to reach it, they fly lower, This not only brings them into a
region where the wind is slower, but it increases their apparent groundspeed so
that the system may be calibrated at a higher speed than they could actually
reach in high winds. Conversely, they fly higher and faster in low winds, but
their apparent groundspeed is the same. On grounds of efficiency alone one
would expect them to fly as low as possible in all windspeeds. This trick of
varying height is not available to male moths which must remain at the height
of the pheromone plume, and hence must fly slowly, even in low windspeeds.
In summary, then, I propose that the moths turn upwind in the presence
of pheromone, using the upwind turning mechanism described in Table 5.1.
Having identified the upwind direction they count the angle through which they
have turned, either visually or kinaesthetically, and so maintain their orientation
even when the wind has dropped. A flier, however, has to contend with wind
drift, and this is done by leaving the upwind turning mechanism switched on
so that right to left image movement causes them to turn left (towards the
upwind direction). They will not turn completely upwind, because the actual
course angle is a compromise between the effects of the upwind mechanism and
the signal commanding a given course angle. Even that, apparently complex
system is not enough to ensure that the track angle remains the same in different
windspeeds. To ensure that, they must also maintain groundspeed at the value
for which the system has been calibrated.
While that seems to be a complex and demanding hypothesis, it turns out,
when one constructs a model, that a very simple system will suffice. What is
more, the simple system. although approximate, fits the data rather well. In the
next two sections I shall first construct a model, and then show how it explains
the results obtained by Marsh, Kennedy and Ludlow.

5.6

Towards a model of moth orientation

As explained in the previous section, it is necessary to include groundspeed control in a model of moth orientation because the moths appear to use groundspeed
control as part of their wind-compensating system. Even if they did not control groundspeed, however, it would be necessary to include groundspeed in the
model because changes in groundspeed will inevitably affect the track angle,
and similarly, the groundspeed will be altered as the insect turns more, or less,
into the wind, making more, or less, headway against it. Such interactions are
a product of simple geometry; they result from the fact that groundspeed is one
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of the sides in the triangle of velocities shown in Fig. 5.4. It is impossible for the
moth to turn, altering the angle α, without disturbing the rest of the triangle.
Either airspeed, or groundspeed, or track angle is bound to alter as the moth
turns. However, there is a further way in which turning affects groundspeed.
The moth uses the same effectors (its wings) to turn and to generate its thrust.
It turns by making the output of the wings on either side unequal. It would take
a sophisticated system to ensure that the sum of the thrusts remained the same
whatever their difference. For example, when discussing the upwind turning
mechanism I postulated that right to left image movement reduced the thrust
of the left wings. If we now propose (as in the last section) that the upwind
turning mechanism is left on as part of the wind compensating system. then we
should predict that total wing-thrust will be reduced by this mechanism.
It is quite impossible to follow all of these interactions intuitively. Some
form of computer simulation is essential to calculate predictions, or even to see
if the system works at all: does it actually maintain the same track angles at
each windspeed? The computer model is inevitably detailed, and all the author,
or any reader, can do is to examine each bit of the program in turn and check
that it embodies the theory correctly. It is impossible to keep all the issues in
mind at once, but it is possible to check them one at a time. Once this has been
done, one relies on the computer to ensure that the interaction of these ideas is
accurately calculated.
In order to calculate groundspeed and track angle, which were the observed
data, the computer needs to know the moth’s airspeed and its course angle,
together with the windspeed and direction. For present purposes the windspeed
is held constant and the wind direction always comes from 0◦ , so it is only the
airspeed and course angle which change. These are the state variables and all
other variables are calculated from the current airspeed and course, together
with numerous constants (the parameters).
To calculate the value of airspeed and course angle at any instant, the computer has to be supplied with the initial value of each measure, and equations
defining the way airspeed and course angle change. The model of upwind turning mechanism (Table 5.1) has already illustrated the way in which changes in
course angle, α can be defined. In that case, and again here, we shall begin
by assuming that ALPHA’, the rate of change of ALPHA, is proportional to the
TORQUE, after a definite delay, TORLAG. The TORQUE in turn, is proportional to
the difference between left and right wing-thrust. The task at present is to list
the factors that contribute to that difference. From the preceding discussion we
postulate that the difference between left and right wing-thrusts is due to three
terms:
1. the signal commanding a given course angle,
2. a feedback signal proportional to angle turned, and
3. a feedback signal proportional to transverse image movement
Combining the ideas in the upwind turning model (Table 5.1) with those in the
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model of Jander’s Compensation Theory (Table 5.2) we may quickly write a
provisional definition of left and right wing thrusts, Thus:
THRSTL =

PL - ALPHAL - TR

THRSTR =

PR - ALPHAr - TL

where PL and PR arc excitatory signals increasing wing-thrust. Their importance, as in the Jander model (Table 5.2, lines II.c and II.d) is that the difference
between them is, in effect, a command to turn. Thus if PL exceeds PR then the
moth will tend to turn to the right. As it does so the signal ALPHAL will rise
and ALPHAR will fall, because these are signals proportional to the angle turned
since the moth last faced upwind. The important difference between ALPHAL
and the corresponding STIML (in Table 5.2) is that the latter varied with the
sine of the angle turned, while ALPHAL goes on increasing even when the insect
turns through more than 90◦ , Thus if there is no wind, a difference between PL
and PR will cause the moth to turn. As it does so, ALPHAL and ALPHAR will
change, and the moth will stop turning when the differences exactly cancel out,
i.e. PL - PR = ALPHAL - ALPHAR .
If there is a wind, the third terms, TR or TL . also operate. Only one will
have a positive value at any time because TR is positive when the insect is flying
to the
right of the upwind direction, while TL is zero. When the insect flies to the
left of the upwind direction, then TL is positive, while TR is zero. In either case
the signal will tend to oppose the command signal PL - PR so that the insect
will stop turning sooner than it would if only ALPHAL and ALPHAR had been
operating.
Thus, if the moth is turning right because PL exceeds PR , then ALPHAL will
rise (because both effort and angular velocity are greater on the left than the
right sides when the insect is turning right). In addition, the transverse image
movement will be from right to left (because the insect will be drifted to the
right) hence TR will be positive. The insect will stop turning when these effects
match the difference between PL and PR . The reader is advised to check each
statement in this paragraph against lines III.c and III.d of Table 5, because that
is the only way in which the computer model can be checked. Provided there
are no errors, then the above discussion can be forgotten; the computer will not
forget.
The next step in checking the program (Table 5.5) is to ensure that TR and
are properly calculated. This is simple trigonometry, and the justification of
lines III.e and III.f is the same as that given above for lines I.e and I.f, except
that, here, I have introduced a term for the insects height above ground. That
is necessary because the receptors measuring TR and TL may measure angular
velocity of image movement. If so, the values of TR and TL would be inversely
proportional to the insects height above ground.
Finally, lines III.g and III.h simply state that ALPHAL is proportional to
ALPHA’ Thus, ALPHAL rises when ALPHA rises and, by definition, that happens
when the insect turns to the right. ALPHAR , on the otherhand, falls when ALPHA
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Table 5.5: Computer Model of the wind compensating mechanism
$D1
*
COURSE ANGLE CONTROL SYSTEM
*
***************************
*
*
Let ALPHA be the angle, in degrees, between the insects long
*
axis and the upwind direction (wind from left is positive).
*
ALPHA’ Is the turning rate (degrees per second, right positive).
*
ALPHA’ = DELAY(TORQUE, TORLAG, 1. 0.0)
(III.a)
*
*
where DELAY(...) is a function which makes ALPHA, equal to the
*
value that TORQUE had exactly TORLAG seconds before.
*
TORQUE = C1*(THRSTL - THRSTR)
(III.b)
*
*
where:
*
TORQUE is measured in degrees per second and Cl is a scaling
*
factor.
*
*
THRSTL and THRSTR are the left and right wing-thrust
*
respectively. These are given by
*
THRSTL = PL - ALPHAL - TR - L/2.0
(III.c)
THRSTR = PR - ALPHAR - TL - L/2.0
(III.d)
*
*
where:
*
PL and PR are signals increasing wing-thrust.
*
*
TR and IL are the rates of right-left and left-right image movemer
*
Right-left image movement is proportional to the transverse
*
wind drift (WJNDSPSIN(Ajpak)) but the neuron carrying this signal
*
cannot go negative, so the signals carrying TR and IL are
*
given by:
*
TR = WINDSP*AMAX1( SIN(ALPHA*RADIAN), 0.0)/HEIGHT
(III.e)
TL = WINDSP*AMAX1( SIN( -ALPHA*RADIAN), 0.0)/HEIGHT
(III.e)
*
*
where AMAX1(...) is a function which ensures that TL and TR
*
never go negative.
*
*
ALPHAL and ALPHAR are signals proportional to the number of degrees
*
since the moth last faced upwind.
*
ALPHAL = ALPHA*WALPHA/2.0
(III.g)
ALPHAR = -ALPHA*WALPHA/2.0
(III.h)
*
*
L is the longitudinal component of groundspeed.
*
Note: when running the program the variable ‘L’ has to be
*
written GL’ or DARE P would regard it as integer.
*
L = (AIRSP - WINDSP*COS(ALPHA*RADIAN))/HEIGHT
(III.i)
*
*
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*
*
*
*
*
*

AIRSPEED CONTROL SYSTEM
***********************
Let AIRSP. be the rate of change of airspeed (in metres per sec
per sec). Then
AIRSP. = DELAY(THRUST, THRLAG, 2. 0.0)

*
*
*
*
*
*
*
*
*

(III.j)

where THRUST is the combined output of both wings. Strictly this
is the net thrust, i.e. the excess of thrust over drag. The drag
will change with the moths attitude, which is known to change in
flight. As a result it is difficult to decide on an appropriate
model relating drag to airspeed. Without changes in attitude the
drag would rise with the square of airspeed, but the changes In
attitude may make the relationship nearly linear.
THRUST = C2*(THRSTL + THRSTR)

*
*
*
*
*
*
*
*
*
*
*
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(III.k)

where THRSTL AND THRSTR are defined in the course angle section
and C2 is a scaling factor.

CALCULATION OF GROUNDSPEED AND TRACK ANGLE
******************************************
Let GRNDSP be the insects speed over the ground.
GRNDSP = AMAX1(SQRT(L**2 + TR**2 + TL**2)*HEIGHT, 0.00001) (III.l)

*
*
*
*
*
*

Note that TR will be zero when TL is positive and vice versa.
Thus, the above equation is equivalent to a simple pythagorean
calculation of groundspeed from its longitudinal and transverse
components.
TPLUSL = L + TR - TL

*
*
*

Let DELTA be the angle of image movement, or the drift angle.
DELTA = SIGN(ACOS(L*HEIGHT/GRNDSP),(TR-TL))*DEGREE

*
*
*
*
*
*
*
*

(III.n)

This ugly statement is necessary to give the angle DELTA its
correct sign. This will be negative if it exceeds TR (i.e. the
insect is flying to the left of the wind line.
Let THETA be the angle between the insects ground track and the
upwind direction.
THETA = AMOD(ALPHA + DELTA, 360.)

*
*
*
*
*
*
*

(III.m)

(III.o)

where AMOD(...) is a function which ensures that THETA lies
between 0 and 360 degrees.
INITIAL CONDITIONS MUST BE SET FOR:
ALPHA, AIRSP.
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rises, so the difference, ALPHAL - ALPHAR is proportional to ALPHA. To command
a given course angle, the difference PL - PR must be set at an appropriate value,
and the insect will turn until ALPHAL - ALPHAR = PL - PR However, the terms
PL and PR are also important in setting groundspeed (see below) so we are not
at liberty to choose arbitrary values of PL - PR to specify a given angle. The
values of ALPHAL and ALPHAR must be appropriately weighted if they are not to
conflict with the control of groundspeed, hence, the weighting constant WALPHA
in lines III.g and III.h. Appropriate values for these weights will be discussed
later.
In discussing lines III.e and III.d, I have not mentioned the term L/2.0 which
appears in both lines. This term is part of the groundspeed control system and,
because it affects both THRSTL and THRSTR equally, it has no effect on the
difference between them, and hence no effect on TORQUE.
Thus, the terms discussed above are the only ones to affect the moths course
angle, ALPHA, and together they comprise a differential equation for ALPHA’, the
rate of change of ALPHA.
The corresponding equation defining rate of change of airspeed is derived as
follows. Let AIRSP stand for airspeed, and let AIRSP’ stand for the rate of change
of airspeed. I begin by assuming that the rate of change of airspeed depends
on total wing-thrust. The aerodynamics of flight are complicated and little
understood, Essentially, there are two forces controlling the insects airspeed:
thrust and drag. If thrust exceeds drag, the insect will accelerate. If drag exceeds
thrust, it will slow down. The complications arise because drag changes with
the insects airspeed. Hence, there is already a sort of feedback loop controlling
airspeed: additional thrust brings diminishing returns. If the insect did not alter
its flight attitude the drag would rise approximately with the square of airspeed.
But insects do alter flight attitude (see David, 1978, for a discussion) and drag
may increase linearly with airspeed. Another complication is that extra thrust
would cause the insect to climb, unless it changed the direction of that thrust,
Since Plodia fly at an even height when following a plume they must redirect
their changing thrust.
In short, we are not even at first base in modelling the relationship between
wing-thrust and airspeed, except to say that increasing thrust increases airspeed.
There is no option, therefore, but to make a simple working assumption that
acceleration is proportional to total wing-thrust. There will be non-linearities
in the actual relationship which we do not simulate, and there are further nonlinearities in the neuronal signals which we suppose underlie this behaviour. It
is quite impossible to build them into the model at this stage. but the errors are
not likely to be serious, Nevertheless, the reader should be suitably sceptical.
If moved to consider the matter further he is referred to David (1978) and
to Thomas et al. (1977) to which I contributed a discussion of drag forces on
insects, and which contains references to the literature of drag coefficients.
Thus we begin with the naive assumption that acceleration, AIRSP’ , is proportional to total wing-thrust, THRUST, after a finite delay, THRLAG, (line III.j,
Table 5). Used in that sense, THRUST is effectively the net thrust, in other
words, the thrust less the drag. Thus, if net THRUST is positive, the insect will
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accelerate: if negative it will slow down. Obviously, the total THRUST = THRSTL
+ THRSTR (Line III.k, Table 5). Figure 5.24 shows that Plodia controlled their
groundspeed, and I have argued above that this is part of their track-angle control mechanism. What factors then, must affect total wing-thrust if the model
is to fly at a preset groundspeed? Clearly there must be:
1. an excitatory signal increasing wing-thrust and
2. a feedback signal proportional to groundspeed.
Examining lines III.c and III.d in Table 5 shows that there is already an
excitatory signal on each side, PL and PR respectively. As I have argued, the
difference between them is a command which determines the course angle, but
that in no way prevents their sum being the command that controls groundspeed. On the contrary, any excitatory signal is bound to increase wing thrust,
and that is bound to cause some acceleration, so influencing airspeed and ultimately groundspeed.
Thus, all we need to do to complete the model is to specify the feedback from
groundspeed. I have suggested earlier (Ludlow and Marsh, 1978) that insects
resolve movements of the ground pattern into longitudinal and transverse components, and the discussion of upwind turning (above) cites evidence supporting
that suggestion. If moths do indeed measure longitudinal and transverse components of groundspeed then, by Pythagoras, groundspeed may be calculated
from
G2 = L2 + T 2
(5.5)
where L is the longitudinal and T the transverse component of groundspeed G(see
Fig 5.4). From this it appears that the moth would have to extract a square
root to control groundspeed, but that is not necessary. It could control G2 or it
could even use an approximate mechanism and control the sum L + T. In the
next section I shall show that a model based on the approximate method, L +
T, fits the data best, so the present model includes that idea, and the feedback
signal is made equal to L + T. The point to emphasise here is that adding
this approximate mechanism to the model, as discussed so far, is astonishingly
simple. The turning mechanism already requires that the signals TR + TL affect
wing thrust. Thus, if we wish to modify the model so that the feedback equals L
+ T, all we have to do is subtract the term L from total wing-thrust. The exact
implementation of this idea has to be done carefully. The acceleration, or rate
of change of airspeed is proportional to total THRUST, and that, in turn is equal
to THRSTL + THRSTR. What we must now do is define THRSTL and THRSTR in
such a way that the acceleration is given by:
AIRSP′ = (PL + PR ) − (TR + TL ) − L

(5.6)

The term (TR + TL ) in equation (5.6) represents total transverse image
movement (because TL will be zero when the insect is being drifted to the right
and TR is zero when it is being drifted to the left). Thus, (TR + TL ) is equivalent
to T, and we are trying to make the feedback equal to L + T. Since, TR and TL
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are already built into the model, the only remaining problem is to distribute L
between the two wings so that L does not influence TORQUE. That, clearly means
that we have to add L/2 to each side.
To summarise: The groundspeed control mechanism requires the following
definitions of wing thrust:
THRSTL = PL - TR - L/2.0
THRSTR = PR - TL - L/2.0
while, as stated above, the turning mechanism requires the definitions:
THRSTL = PL - ALPHAL - TR
THRSTR = PR - ALPHAR - TL
Combining these two requirements in the same model we get:
THRSTL = PL - ALPHAL - TR - L/2.0

(III.c)

THRSTR = PR - ALPHAR - TL - L/2.0

(III.d)

This combination poses no conflicts because L/2.0 affects both equally so does
not affect TORQUE, while ALPHAL and ALPHAR have opposite signs and their sum
is always zero. Hence ALPHAL + ALPHAR does not affect total wing-thrust.
The calculation of L (III.i, Table 5) is straightforward trigonometry, from the
triangle of velocities (Fig 5.4), except that I have included a term for HEIGHT
as with the calculation of TL and TR . These three terms (L, TL and TR ) are
therefore represented in the model as apparent velocities. The true groundspeed
is calculated from the apparent velocities (III,l, Table 5) using Pythagoras and
the insect’s height above ground.
The drift angle, DELTA, is also calculated using simple trigonometry (III.n)
and true velocities.
Finally, the track angle, THETA, is calculated as the sum of ALPHA and DELTA
(III.o).
The various issues discussed in constructing this model are each relatively
simple. Matters of elementary trigonometry, or simple ideas of the way the
insect combines internal and external signals. Taken together, however, they
seem to indicate a system of daunting complexity. One, perhaps, which could
not possibly have evolved in real animals. Figure 5.27 is intended to show
that it is, on the contrary, an astonishingly simple system and that each of the
components postulated is already known to operate in other arthropod species.
Figure 5.27 shows four movement detectors, front-back, back-front, right-left,
and left-right. Receptors of these types have been found in Drosophila (Hausen,
1982a,b), and similar receptors in the Hawk moth, Sphinx ligustri by Collett
and Blest (1966). The difference between front-back and back-front detectors
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Figure 5.27: The full model
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provides a signal proportional to longitudinal image movement L, hence the
front-back detectors are shown inhibiting wing-thrust on each side, while the
back-front ones are shown increasing it. Such connections are likely to have
evolved early in flight because controlled landing speeds are possible only if the
insect’s forward movement can be controlled.
The transverse detectors, responding to right-left and left-right image movement, are shown reducing wing-thrust on one side only (as in Fig. 5.3) and thus
providing a system which tends to make the insect turn upwind. Again, landing
is simplified if the insect turns upwind, and such connections would have had
advantages early in the evolution of flight.
Receptors signalling ALPHAL and ALPHAR could respond either to effort involved in turning, or to the velocity of image movement on the left and right
sides respectively. Both types of response are known in insects (Mittelstaedt
et al., 1979; Wehner, 1981), The only special feature is that the effort (or frontback image movement) on either side must be integrated, so that the signals
represent the cumulative turns since last upwind, rather than the instantaneous
values of effort or image movement. Such integration is known in other arthropods (op. cit.).
Finally the signals commanding increased thrust to each wing form, simultaneously, the command for a given angle and the command for a given groundspeed. The difference in stimulation of the two sides determines the angle, the
sum of stimulation determines the groundspeed.
One way of describing the system shown in Fig. 5.27 and Table 5.5, is to say
that it comprises not two, but three feedback systems which interfere with one
another. One adjusts front-back image movement (the moths forward progress
or headway). One responds to the degree of rotation, and tends to reduce
that rotation (the ALPHAL, ALPHAR loop). Finally, one responds to sideways
translation (the transverse image movement loop). None of these alone, nor any
pair, could steer the same track-angle in different windspeeds. Only when all
three are left switched on is the insect able to compensate accurately for wind
drift.
Simulations of the model developed here will be described in the next section
after I have presented a re-analysis of the data collected by Marsh, Kennedy
and Ludlow.

5.7

Tests of the model

Figure 5.24 shows that Plodia controlled groundspeed rather accurately in spite
of a threefold increase in windspeed. But in the model just described I have suggested that they control L + T, the sum of longitudinal and transverse groundspeed. To test this idea I have plotted L + T in Fig. 5.28, L alone in Fig 5.29
and finally, L2 + T2 = G2 in Fig 5.30, On inspection, L shows some systematic
changes, but the others are very little affected by windspeed I therefore compared the distributions of L, L + T, G and G2 in the three windspeeds in the
following way. The mean value of each function was calculated for each moth
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Figure 5.28: Frequency distribution of the sum, L + T of longitudinal and
transverse cormponents of groundspeed (image movement) along straight legs
in three windspeeds
at each windspeed. The means were then compared using a Friedman two-way
analysis of variance. Since the Friedman test is not sensitive to the order of
the three windspeeds. the highest and the lowest were also compared using a
Wilcoxon signed-ranks test. Probabilities are given in Table 5.6; L varies slightly
and the difference between L in the highest and lowest windspeed is significant,
although the overall difference is not. Neither L + T, G nor G2 was significantly
affected.
Whichever variable the moths were controlling should be the least affected
by windspeed. thus, it should have the smallest value of χ2r . The smallest value
is 1.4, for L + T , and that is extremely close to the value of 1.39 which would be
expected if there was no effect of windspeed on L + T . The remaining functions
do not fit as well, but none can be ruled out conclusively because they do not
differ significantly in the three windspeeds. However, L + T gives a fairly good
approximation to groundspeed, and if the moths were controlling this function
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Figure 5.29: Frequency distributions of thee longitudinal component, L, of
groundspeed (image movement) along straight legs in three windspeeds
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Figure 5.30: Frequency distributions of the square of groundspeed, G2 = L2 +
T 2 , along straight legs in three windspeeds
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Table 5.6: Effect of three windspeeds on a variety of measures of straight ‘legs’
of moth tracks, Plodia interpunctella 2
Variable
Friedman two-way Wilcoxon matched
analysis of variance
pairs test
χ2r
P
T
P
Track angle to
wind, θ
5.4
¿0.05
5
¡0.02
Groundspeed, G

3.8

¿0.1

9

N.S.

L+T

1.4

0.5

25

N.S.

L2 + T 2 = G2

4.2

¿0.1

10

N.S.

Longitudinal component
of groundspeed, L

5.6

¿0.05

2

¡0.01

20.0

¡0.001

0

¡0.01

1.4

0.5

27.5

N.S.

Transverse component
of groundspeed, T
Airspeed + Longitudinal
component of groundspeed (A + L)

we should expect only slight differences in G, G2 , or even L, between windspeeds.
While the present results are not conclusive the approximate function, L + T
does provide the best fit to the data and from the previous section it is clear
that it is the simplest option physiologically.
Pending further experiments it remains to test the hypothesis by simulation.
Is it stable, or does the model go into wild oscillations? Does it indeed compensate for changes in windspeed? To answer these questions one must specify the
values of the parameters and initial conditions used in the model. As Table 5.5
indicates we must provide values (and units) for the following parameters,
TORLAG
• , the delay in turning response. Land and Collett (1974) found that Fannia
turn about 0.02 sec after movement in their visual field. The value of
TORLAG will therefore be set to 0.02 sec.
THRLAG
• , the lag in the acceleration loop. David (pers. comm.), using Drosophila,
has found a delay of about 0.1 sec in acceleration which follows a change
in front to back image movement. He also found that acceleration was
proportional to the speed of image movement which suggests that our
naive assumption about drag and thrust (discussed above) does not lead
to serious error.
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• PL and PR the command signals controlling groundspeed and angle turned.
In many ways these are the most difficult values to fit. To get them right
we have to find how the acceleration and turning loops are calibrated and
it is best to start by working in moth units. A moth naturally flies so that
L + T is one moth unit per second, so we begin by setting PL + PR at 1.0
moth units per second. For Plodia interpunctella this is about 0.5m s−1
(see Fig. 5.28).
The next question is: what course angle is commanded when the difference
PL − PR = 1.0? Figure 5.31 shows a graphical solution to the problem. It
illustrates the case where the moth is flying at a track angle of 90◦ and a course
angle of 45◦ . The point to notice is that L = TR and, since L + T = 1.0, then
TR = 0.5. Thus when the moth is flying so that L + T = 1.0, and at a course
angle of 45◦ , then TR = 0.5. But, in Fig. 5.31. the course angle. ALPHA and
the angle of image movement DELTA are equal, so presumably the effects of the
ALPHA loop and the DELTA loop are equal. Since the feedback from the DELTA
loop is known (TR = 0.5) then that from the ALPHA loop is also known, ALPHAL ALPHAR = 0.5. Thus, at 45◦ , ALPHAL - ALPHAR = 0.5, so at 90◦ , ALPHAL - ALPHAR
= 1.0. In otherwords, if moths fly so that L + T = 1.0 then they must command
a track angle of 90◦ with a signal of 1.0. This means that the difference, PL - PR
must be 1.0 to command a track angle of 90◦ . To build this into the model we
have to set WALPHA = 1/90, then when ALPHA = 90◦ , ALPHAL - ALPHAR = 1/90.
It is important to remember that if moths do indeed control the sum L + T, then
they are using an approximate system. The exact solution to their problems
would be to use true groundspeed, G, or alternatively G2 . We should expect,
therefore, that even if we set PL + PR = 1.0, PL - PR = 1.0 and WALPHA = 1/90,
the track angles would not always be exactly 90◦ . To test this I ran a series of
simulations with PL = 1.0, PR = 0.0 and WALPHA = 1/90. Table 5.7 shows the
results. At windspeeds between 0.0 and 2.0 moth units, the track angle, THETA
varied between 86.6◦ and 98.8◦ , which is more accurate than I expected.
It is unsatisfactory to work in moth units for very long, so for the rest of the
simulations I have recalibrated the model in m s−1 . For Plodia interpunctella
that happens to be rather easy. The mean value of L + T was about 0.5m s−1
(Fig. 5.28), so the sum PL + PR should be set to 0.5m s−1 . In that case, the
difference PL - PR should he set to 0.5 to command a 90◦ track angle and WALPHA
should have the value 0.5/90. For convenience I have also written expressions
for calculating PL and PR so that if one specifies TARGET (the target track angle)
and TPLSET (the set value of T plus L, the computer will calculate PL and PR as
follows:PL = (TPLSET + TARGET*WALPHA)/2.0
PR = (TPLSET - TARGET*WALPHA)/2.0
If WALPHA is set at 0.5/90, TPLSET at 0.5 and TARGET at 90◦ , then the track
angles are very similar to those in Table 5.7, (cf. Table 5.9). There are some
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Figure 5.31: A triangle of velocities showing the case where course angle, ALPHA,
and angle of image movement, DELTA are equal. To maintain this course, the
feedback from course angle and transverse image movement loops must also be
equal. Since. L = TR and L + TR = 1.0 moth units per second, then TR =
0.5 moth units per second. The signal from the course angle loop must also be
0.5 when the course angle is 45◦ . Thus, in zero wind a course angle of 45◦ is
commanded by a signal equivalent to 1.0 moth units per second, while an angle
of 90◦ is commanded by a signal equivalent to 1.0 moth units per second
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Table 5.7: Simulation results using the model of Table 5.5: The effect of windspeed on track angle
Windspeed Windspeed Track angle, θ Groundspeed
L+T
(moth units
(metres
(moth units (moth units
per second) per second)
per second) per second)
0.0
0.0
89.6◦
0.97
0.97
0.4
0.2
86.6◦
0.74
1.00
0.8
0.4
91.6◦
0.70
0.99
1.2
0.6
95.2◦
0.72
0.97
1.6
0.8
97.4◦
0.75
0.95
2.0
1.0
98.8◦
0.75
0.93
differences because changing WALPHA affects the gain in the turning loop, and
so the point of equilibrium.
Before the simulations shown in Table 5.7 could be run I had to specify
values for some further parameters. These were:
WINDSP
• , the windspeed, in metres or moth units per second.
C
•

1 and C2 , the scaling factors in the turning and acceleration loops. These
have to be set with some care. If they are too large, then the moth will
over-correct for a given error. Thus, if the moth is say, 5◦ off its target
angle, and C1 is too high, it will turn through, say, 10◦ in the next 0.02 s.
Since the delay in the turning loop is 0.02 s, this represents a serious overcorrection. That example illustrates the problem, and also that a desirable
setting of C1 , will depend partly on the chosen value of the delay, TORLAG.
It also depends on the chosen value of WALPHA, because a high value of
WALPHA will also contribute to over-correcting. What one really needs,
is to express C1 and C2 in a way which makes their effects clear. I have
therefore written into the program two simple expressions:

Cl = 0.1/(TORLAG*WALPHA)
and
C2 = 0.25/THRLAG
The significance of these expressions lies in the values of 0.1 and 0.25. The value
of 0.1 in the definition of C1 means that the moth will correct one tenth of the
error in course angle in any one time-lag. Thus, the delay in the turning loop
is 0.02 s, and if the moth is flying at 5◦ from its target angle it will turn at
0.5◦ per 0.02 s, after a delay of 0.02 s. The delay in the acceleration loop is
much longer (0.1 s) but if L + T is 0.lm s−1 less than TPLSET, then the moth
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will accelerate by 0.025m s−1 per 0.1 s, after a delay of 0.1 s. If, instead of
0.1 and 0.25, I had written 1.0, in specifying C1 and C2 , then each of the loops
would have over corrected. From this, one might imagine that the ideal value
was close to 1.0, but it has to be much less than that because the two loops
interact. As the model turns into the wind, L + T changes because the moth
makes less headway. The extent of such disturbances depends on windspeed,
and in higher windspeeds they can be very destabilising. Thus, the gain in the
L + T loop must be much less than 1.0 to ensure that ii is not too sensitive to
these disturbances as the model turns,
Until doing the simulations I had overlooked another factor affecting the
gain. That is height. As the model gets close to the ground a small change in
airspeed leads to a large change in the apparent values of L + T, and this too
can be destabilising
HEIGHT
, the insect’s height above ground. If the insect responds to the angular velocity of image movement, its estimate of L and T will be inversely proportional
to height. As it gets closer to the ground the ground pattern will appear to
move faster. If, on the otherhand, the insect measures the flicker frequency as
it passes over a mottled ground pattern, or if it compensates in some way for
height, then its estimate of L and T will not be affected by changing height.
The parameter HEIGHT is provided to simulate the effects of height changes on
angular velocity.
Finally, one needs to define initial conditions for ALPHA and AIRSP. Table 5.8
shows the parameters and initial conditions used to obtain the results shown
in Table 5.7. The results of Table 5.7 demonstrate that the model proposed
can compensate for differences in windspeed over a wide range, and can modify
its course angle so that its track angle, THETA is close to 90◦ , just as moths do
when casting. However, it also suggests that the compensation is less accurate in
windspeeds of 1.0m s−1 (much higher than those used in the experiment). Table
5.7 also demonstrates that the model controlled L + T , not true groundspeed,
which leads to testable predictions of the model. Additional simulations were
run to answer the following questions.
I have argued above that the moth has to control groundspeed in order to
compensate for wind drift, and that the system has to be calibrated at one
particular groundspeed. If that is so, then one must ask whether the model’s
ability to compensate for wind-drift is spoiled by changing the set value of L +
T? Table 5.9 shows that it is. When the set value of L + T was doubled, to l.0m
s−1 , the model over compensated for windspeed and flew at less than 90◦ in
high windspeeds. Halving the value of L + T had the opposite effect, causing the
model to under-compensate for windspeed, so that it was drifted more downwind
in high windspeeds. It flew at exactly 90◦ in zero wind, whatever the value of L
+ T, because the drift angle, DELTA was zero in zero wind, and it is to measure
sin(δ) that the groundspeed (or L + T ) must be controlled.
Given that L + T is maintained at the calibrated value, is the wind- compensation still accurate at target angles other than 90◦ ? To test this I set TARGET
to 30◦ , 60◦ and 120◦ . The results are shown in Table 5.10, There was a slight
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Table 5.8: Parameters and initial conditions used in the simulations shown in
Table 5.7
*
*
*
*
*
*
*
*
*
*
*
*

INITIAL CONDITIONS BLOCK
************************
Calculate PI and the factor converting degrees to radians.
P1 = 4.0*ATAN(l.0)
RADIAN = P1/180.0
DEGREE = 180.0/PI
Set initial conditions unless they are to be set in the logic block.
ALPHA = 0.0
AIRSP = 0.4

*
*
*

Set parameters unless they are to be set in the logic block.
TORLAG = 0.02
WALPHA = 1.0/90.0
Cl = 0.5/(TORLAG*WALPHA)
THRLAG = 0.10
C2 = 0.75/THRLAG
HEIGHT = 3.0

*
*
*
*
*
*
*

The following section calculates values for PL and PR which should
command a TARGET track angle and a speed over the ground such that
the sum of longitudinal and transverse groundspeed equals TPLSET.
If HEIGHT is set at some value other than 1.0, then TPLSET
will not reach its set value.
TPLSET = 1.0
TARGET = 90.0
PL = (TPLSET + TARGET*WALPHA)/2.0
PR = (TPLSET - TARGET*WALPHA)/2.0

*
*
*

Set control values such as TMAX and NPOINT, see DARE P manual.

TMAX = 1.0
NPOINT = 23
END
*-----------------------------------------------------------------------
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Table 5.9: Simulation results: The effect, on track angle, of flying faster or
slower than the ‘calibrated’ groundspeed of 0.5m s−1
Windspeed
Set groundspeed
(m s1 )
0.25m s−1 0.5m s−1 1.0 m s−1
0.0
89.6◦
89.6◦
89.6◦
◦
◦
0.2
119.2
86.0
71.0◦
◦
◦
0.4
132.8
90.1
62.5◦
◦
◦
0.6
133.9
94.0
58.5◦
◦
◦
0.8
133.3
96.1
56.5◦
◦
◦
1.0
132.6
97.6
55.4◦
Table 5.10: Simulation results: The effect of commanding angles other than 90◦
Windspeed
Angle commanded
(m s )
30◦
60◦
120◦
◦
◦
0.0 29.9
59.8
119.5◦
◦
◦
0.2 27.0
55.9
115.8◦
◦
◦
0.4 26.6
57.7
121.6◦
◦
◦
0.6 26.9
60.0
123.0◦
◦
◦
0.8 27.4
62.3
122.5◦
◦
◦
1.0 28.1
64.3
121.7◦
tendency to over-compensate, particularly when the target track angle was 30◦ ,
but the errors were never more than a few degrees.
Finally, I tested the effect of height changes on the model. I had expected
that the track angle would be little affected by height changes, and Table 5.11
confirms that view. The reason for expecting little effect on track angle was
simple. Control of groundspeed (via L + T ) is necessary to ensure that the
transverse image movement is an unambiguous measure of sin(δ), the angle of
image movement. By controlling L + T the insect would ensure that TR alone
was approximately proportional to sin(δ) because sin(δ) is approximately equal
to TR /(L + T ). Height changes should affect both TR and L + T in the same
way, so the ratio should not be affected. Hence, height should not affect the
track angle, even though it had a large effect on groundspeed.
However, there was a surprise. I had overlooked the fact that, when the
model was close to the ground, the higher apparent motion would increase the
gain in the acceleration loop. This has two consequences. When the model
accelerates to correct a given error in apparent L + T, the new apparent L +
T is much higher than the model expects. Hence, it may over-correct and then
correct in the opposite way immediately afterwards hunting wildly about the
set value. To ensure stability C2 had to be set lower than I expected. Another
consequence is that the effect of turning in a wind is greatly exaggerated. As
the model turns into a strong wind the true value of T will change rapidly, but
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Table 5.11: Simulation results: The effect of height changes on track angle and
groundspeed. Height is measured in arbitrary units (1.0 is the height for which
the system is calibrated)
Windspeed (m s−1 Track angle Groundspeed (m s−1 )
HEIGHT = 0.5
0.0
0.2
0.4
0.6
0.8
1.0

89.6◦
90.8◦
93.9◦
94.0◦
93.8◦
93.5◦

0.25
0.18
0.19
0.20
0.21
0.22

HEIGHT = 1.0
0.0
0.2
0.4
0.6
0.8
1.0

89.6◦
86.0◦
90.1◦
94.0◦
96.1◦
97.6◦

0.50
0.38
0.36
0.36
0.37
0.39

HEIGHT = 2.0
0.0
0.2
0.4
0.6
0.8
1.0

89.6◦
87.7◦
90.3◦
95.5◦
101.3◦
106.9◦

0.83
0.73
0.66
0.63
0.62
0.63
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if it is close to the ground the change in apparent T will be even more dramatic
and can lead to wild instability, so that C1 had to be set low. It may be some
consolation to moths that windspeeds are at their lowest close to the ground.
In conclusion: the model provides an unambiguous theory of wind compensation in moths. It explains satisfactorily how they might command the
observed track-angles, ranging from 0◦ to rather over 90◦ from the upwind direction. Moreover, it suggests that groundspeed control is a necessary part of
the mechanism of track angle control. Since the value of groundspeed for which
the system is calibrated, must be one which the insect can reach in high winds,
the theory explains the enigma that moths fly rather slowly in a race to the
female. The widespread occurence of groundspeed control in other insects suggests that they may use similar means of wind compen5ation. However, the
model is not perfect. It could be made more realistic in a number of ways. A
single delay parameter has been used in the turning loop, whereas there are
probably several, There is a delay due to the moths inertia, so that it actually
turns some time after the change in thrust. Before that, however, there are
delays in the various neural pathways, and these delays may differ in different
pathways. In particular, the measurement of rotation of the visual field may
be much faster than the measurement of transverse image movement. The gain
in the loops (C1 and C2 ) have been chosen arbitrarily, these could be estimated
more reliably. A further area for improvement is in the aerodynamics of drag
and thrust. But most important of all, the model does not explain the observed
relationship between groundspeed and track angle shown in Fig. 5.25. It would
not be difficult to explain this relationship. It can be simulated readily by increasing the sum of PL + PR whenever the difference between them is increased
to command a higher track angle. However, that is an ad hoc explanation and,
as Popper has argued, we should make ad hoc assumptions with caution.

5.8

Summary

Even in turbulent conditions, individual parcels of air travel in straight lines for
quite long distances. Thus, the wind direction at the time an animal detects
an odour gives a much more accurate estimate of the source direction than
previously realised. Animals of many species may have evolved strategies taking
advantage of this fact; for example, the wet noses of numerous mammal species
may allow them to fix the direction of prey or predators at a distance.
Some male moths fly upwind on detecting the sex pheromone emitted by a female. However this is not the only component of their strategy—their crosswind
movement is also modulated by pheromone. It is best to think of pheromone
as arresting crosswind movement, so that the males make narrow side to side
movements in the presence of pheromone, but cast widely across wind when they
lose it. On finding it again their crosswind movement is once again arrested so
that they are unlikely to lose the plume until the wind direction changes. This
arresting affect of pheromone appears to be incompatible with the old idea of
chemotaxis because, on that hypothesis, one would expect a moth to turn sooner
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on losing pheromone; in fact they turn later, so making long casts across wind.
Baker and Kuenen (1982) have demonstrated a third component of the
moths strategy: that moth’s can orient to the former wind direction during
lulls. Finally, we have demonstrated that increases of pheromone concentration
are needed to promote upwind flight, which requirement probably prevents a
male from flying past nearby females in pursuit of the large numbers further
upwind.
These four components of the moths strategy provide an exceptionally efficient guidance system, but the mechanisms by which an insect can fly up, or
across wind, pose questions at a different level of study, and the bulk of the
chapter has been adressed to theoretical aspects of these questions. The problem of flying upwind is relatively trivial and can be solved by turning to the
right if transverse image movement is from left to right, and vice versa, This
works in winds of any strength.
Steering across winds of differing strength, on the otherhand. is an achievement of awesome complexity. The upwind turning system would turn harder
upwind in high windspeeds, and so provide an element of compensation for
windspeed, but that alone is not enough. Transverse image movement is not a
sufficient measure of drift angle (the angular deviation due to wind drift). To
measure drift angle completely, and so to compensate for wind drift, the moth
must measure some well defined function of drift angle, such as its sine (transverse image movement/groundspeed). One solution would be for the moth to
measure, or better still control, its groundspeed so that transverse image movement alone is always proportional to the sine of the drift angle. It is extremely
interesting to note, therefore, that moths, and indeed many other insects do
indeed control groundspeed. Indeed, it is something of an enigma that male
moths racing to a female should race so slowly. The model proposed here would
resolve that enigma because it assumes that a moth casting across wind continues to respond to transverse image movement, as when turning upwind, but
that it also controls groundspeed at some precalibrated value. Since the system
must be calibrated so that it operates in high winds, the calibrated groundspeed cannot be too high, and so the moth flies more slowly than it could in
low windspeeds.
Even that is not enough to steer at 90◦ to the wind, as moths do when
casting. In addition they must measure the course angle. the angle between
their long axis and the wind direction. To compensate for wind drift the moth
must reduce the course angle by just the amount that the wind increases the
drift angle. One way of doing this is to control the sum of the two angles. In
zero wind the drift angle will be zero, so the sum will be entirely due to the
course angle. As the wind increases, the sum remains the same, but the course
angle is reduced as the drift angle rises.
Measuring the course angle raises all sorts of problems. Perhaps the simplest
method would be for the moth to fix the wind direction as it turns upwind.
The upwind direction can be judged because there will be no transverse image
movement when the moth is facing upwind. Following this the moth could count
the angle through which it has turned since last upwind. Many arthropods are
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known to integrate turns in this way.
Finally, some command signal is necessary to set the sum of course and drift
angle which is to be maintained.
The hypothesis therefore has four elements: that there is a command signal
exciting turning, but that this signal is opposed by two negative feedback signals
proportional to course angle and drift angle respectively. The drift angle signal
is assumed to be transverse image movement, which is only proportional to drift
angle if groundspeed is also controlled.
It turns out that control of groundspeed requires a very minor addition
to the hypothesis. Since a signal proportional to transverse image movement is
already postulated, all that is necessary is to postulate that there is a comparable
negative feedback signal proportional to longitudinal image movement. Such a
system would not control groundspeed exactly. Instead it would control the sum
of longitudinal and transverse image movement. Analysis of moth tracks shows
that they do indeed control this sum more accurately than groundspeed itself.
Thus, the four assumptions of the hypothesis are satisfied by four signals:
a command signal and three negative feedback signals (proportional to course
angle. transverse and longitudinal image movement respectively). Each of these
is known to have evolved separately in one or more arthropod species, so from
an evolutionary point of view the main step is combining and calibrating them
in such a way that they act together as a stable wind compensating system. A
computer model has been constructed to show what is involved in calibrating
and combining such signals. It works, is stable and is able to steer angles other
than 90◦ with remarkable accuracy. Furthermore, it does require groundspeed
to be controlled and, because it is an approximate system it makes predictable
errors in high windspeeds. Hence, it can be tested experimentally. An exact
model would predict perfect wind compensation at all windspeeds.

Chapter 6

Postscript
These two studies have raised inumerable questions far more in fact than I
have had space to discuss. Most of the questions omitted concern models or
ideas rejected at an early stage. Perhaps these silent witnesses are the best
justification for the work, because they would, if listed, demonstrate how many
possibilities can be rejected on theoretical grounds alone, thus saving time in
expensive experiments. They could not have been rejected unless they had
previously been defined in quantitative terms. Such a list would be unreadable.
but I hope that enough cases remain, for example, the disinhibition hypothesis of
van Iersel and Bol (1958) contains inconsistencies which had not been recognised
before. Similarly, the problems of compass theories were not appreciated.
These and other examples have convinced me that the chief benefits of modelling occur long before any predictions can be tested experimentally. Indeed,
the result of a modelling exercise is often to say “it ain’t necessarily so” to some
widely propogated theory. This may be a passing phase. For the moment students of behaviour work with a legacy of loosely defined hypotheses and until we
insist that all our ideas go through consistency testing this legacy will remain
unchecked,
Thus, there is a very great deal of theoretical analysis to be done, and I hope
I have demonstrated that it is a discipline in its own right, demanding as much
patience and care as experimental hypothesis testing. Demanding too, perhaps,
a particular sort of mind. There is a danger, however, that students of behaviour
will divide into ‘modellers’ and ‘non-modellers’. Modelling must therefore be
presented in a way that is intelligible to workers of all levels of mathematical
ability. Up to now that has not happened. One way in which a bridge might be
built is by using programming languages that are easily understood. The DARE P
programs in Tables 5.1. 5.2 and 5.5 represent first attempts in this direction
and, while they may not be completely successful, they contrast favourably with
the long FORTRAN program of the model animal (see Appendix A). The next step
in this direction would seem to be to develop a way of combining large amounts
of experimental information and a number of alternative models in some sort
of computer based library. Work on this is already proceeding. particularly in
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Holland and although it is at an early stage, it would seem to be a particularly
welcome development.
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